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Abstract

We present Cluster Onset Detection (COD), a novel algo-
rithm to aid in detection of epidemic outbreaks. COD em-
ploys unsupervised learning techniques in an online setting
to partition the population into subgroups, thus increasing the
ability to make a detection over the population as a whole by
decreasing the signal-to-noise ratio. The method is adaptive
and able to alter its clustering in real-time without the need for
detailed background knowledge of the population. COD at-
tempts to detect a cluster made up primarily of infected hosts.
We argue that this technique is largely complementary to the
existing methods for outbreak detection and can generally be
combined with one or more of them. We show empirical re-
sults applying COD to the problem of detecting a worm at-
tack on a system of networked computers, and show that this
method results in approximately 40% lower infection rate at
a false positive rate of 1 per week than the best previously re-
ported results on this data set achieved using an HMM model
customized for the outbreak detection task.

Introduction

The increasing connectivity of people and devices has given
rise to much interest in the ability to detect epidemic out-
breaks, both biological and computational. This connected-
ness facilitates the spread of viral agents, and at the same
time provides us with unprecedented computation, commu-
nication, and data collection capabilities to prevent and de-
tect them.

The interest in automatic event detection is hardly new
and many methods based on time-series analysis have been
proposed. They range in complexity from simple count ag-
gregation (Cooke et al. 2004; Rajab, Monrose, & Terzis
2005; Anagnostakis et al. 2003) to cumulative sums (Bissell
1969) to hidden Markov models capturing the dynamics of
the epidemics and its underlying population (Rath, Carreras,
& Sebastiani 2003; Dash et al. 2006). For a summary of
these techniques, see (Wong & Moore 2006).

Many traditional outbreak detection methods treat the
population as a monolithic entity; however, real populations
are heterogeneous, and different subpopulations are suscep-
tible to different degrees. For instance, living in proximity of
an infection source defines a subpopulation at risk of suffer-
ing a disease outbreak; the set of Windows machines with
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an unpatched vulnerability form a subpopulation at risk of
being infected with a virus, etc. In principle, this fact can
be exploited to boost the signal-to-noise ratio for detection
by breaking the population up into smaller subgroups which
contain individuals who are more likely to be infected than
the population as a whole.

COD uses unsupervised clustering in an attempt to de-
tect susceptible subpopulations without detailed background
knowledge of what makes the subgroups susceptible. We
design our detection method around a general probabilis-
tic clustering algorithm formulated as a Bayesian network.
The design of clustering features is dictated by the available
information and by the necessity to model daily variation
which otherwise becomes a source of false positives. The
clustering is periodically updated as the data flows in, and
COD looks for a highly active cluster in the resulting cluster
set.

There has been quite a bit of work seeking to exploit
small susceptible subpopulations. The method of spatial
scan statistics (Kulldorff & Nagarwalla 1995; Neill, Moore,
& Cooper 2006) attempts to look for spatial over-densities of
disease indicators. Spatial scans are a special case of COD,
where the feature driving the clustering is the spatial Eu-
clidean distance. COD allows clustering over arbitrary at-
tributes, including indicators of infection, so in principle is
capable of detecting less obvious subpopulations. WSARE
(Wong et al. 2003) and PANDA (Cooper et al. 2004) are
two other methods for epidemic outbreak detection that op-
erate on the principle of partitioning the population into
subgroups. WSARE uses rules which encode background
knowledge regarding which combinations of attributes are
likely to define a meaningful subgroup for the purposes of
detection. PANDA uses a Bayesian network to specify con-
ditional independence between attributes. These methods
differ from COD in that subpopulations over which they
search are specified in advance using background knowl-
edge implicit either in the rules or in the structure of the
Bayesian network. The main advantage of COD on the other
hand is that it allows arbitrary clusters to be determined dy-
namically. This endows it with the ability to detect suscepti-
ble subpopulations that have not been envisioned in advance.
While COD does not explicitly require prior knowledge, any
background knowledge in the form of causal influences of
some attributes can be easily incorporated.

One of the key applications we study in this paper is



that of detecting a slow worm outbreak in a system of net-
worked computers. State-of-the-art techniques for worm de-
tection look for strings of bits that uniquely identify a par-
ticular known worm attack (Roesch 1999; Paxson 1999);
however these techniques are limited to worms that have
known signatures. More advanced techniques attempt to
learn the signatures on the fly by searching for repeated bit
patterns in packet payloads (Kim & Karp 2004); however
these are intensive in both computation and bandwidth, re-
quiring the processing of data deep within packets. Also
the effectiveness of these techniques on slowly propagating
worms has not been established!. It has been fairly well
established (Weaver, Staniford, & Paxson 2004) that fast-
spreading worms can easily be detected simply by check-
ing for abnormally high connection rates at the local host;
therefore these types of worms are not a suitable test to de-
tect outbreaks in computer networks. Slow worms, on the
other hand, deliberately space out their attacks in time and
can be extremely difficult to detect based on traffic activity
alone, yet they still can exploit exponential growth (Dash et
al. 2006).

Worm detection in general is an active area of research,
and there has been much work taking systems approaches
(Cooke et al. 2004; Rajab, Monrose, & Terzis 2005;
Anagnostakis et al. 2003) where aggregation points in the
network attempt to count events over several machines and
draw conclusions about the system as a whole. However,
this work deals primarily with systems and networking re-
lated challenges and with identifying effective indicators of
infection. COD is complementary to these techniques as it
would take as input the indicators generated by them.

We demonstrate that in our application, COD can raise an
alarm at approximately a 40% lower infection penetration at
a low false positive rate than the best reporting detector on
our data (Dash et al. 2006). As the number of hosts being
monitored increases, COD not only scales gracefully with
respect to resources, but the detection performance improves
as well.

Intrusion Detection Architecture

Here, we describe in more detail the real-world detection
setting to which we apply the COD algorithm, taken from
(Dash et al. 2006).

A corporate network is being monitored for a worm out-
break, and each host is embedded with a noisy Local De-
tector (LD). The LDs use information available at the host
level, such as the number of packets sent in a given time in-
terval, to detect infection of their host by a worm. The local
detectors periodically send their status to a global detector
that resides on a centrally located machine. As the local
detectors possess no signature of the worm, they inevitably
suffer from a very high false positive rate, on the order of
10* per week. While the number of detections varies widely
between hosts even in the clean, non-attack traffic, adaptive
LDs that approach a nearly fixed pre-set false positive rate
are being explored (Agosta et al. 2007).

"While a slow worm provides their algorithm more time to pro-
cess bits, it also may reduce the number of independent corrobo-
rating packets at a given time.
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Figure 1: Example local and global signal plots. The sum of
the local signals is represented by the green line, the global
signal of the centralized detector is red. Infection starts at
time step 18000 in this plot.

A global detector (GD) collects the messages from the
local detectors and determines whether the positive local de-
tections corroborate each other. The GD periodically out-
puts a signal that represents its belief of infection being
present, based roughly on the strength of the corroboration.
The local and global signals of a typical run are visualized
in Figure 1. Shortly after the infection, the number of local
detector firings begins to rise gradually, followed soon by a
sharp spike in the global signal. The local detectors we use
are simple rules that fire whenever the number of outgoing
connections exceeds 4 in a 50 second interval; however, in
principle the exact nature of the local detectors is not directly
relevant to our technique. The feature that we depend on is
that the local signals are a noisy indicator of some sort of
outbreak. For example, the number of respiratory cases re-
ported in an hospital Emergency Department in a unit time
would be a noisy indicator of an influenza outbreak.

The COD Model

In this section, we describe the two components of the COD
method; the clustering method and how the global signal is
generated from the obtained clustering.

The soft clustering algorithm we use is equivalent to ML
parameter learning of a graphical probability model (Fig-
ure 2) from a dataset X where each row X;. corresponds to
a single local detector ¢ and each column X_; to the value of
a feature function in a discrete time interval j.

Each time interval has a fixed position with respect to the
wall clock: the first interval might correspond to 12am-1am,
the second to lam-2am etc. This is a special case of tem-
poral stratified sampling to account for obvious diurnal be-
havior in this system. The setup can generalize to any pro-
cess with a different periodicity. Stratified sampling is thus
one easy way to include background knowledge into this
method; however, if a characteristic period is not known a
priori, our method will in principle rectify non-stationarity
as long as the changes in activity affect the clusters uni-
formly. This robustness is due to the way in which we per-
form cross-cluster hypothesis testing, as described below.

The particular graphical probability model we use in this
proof-of-concept is a standard Naive Bayes clustering model
with hidden class (“cluster’””) variable M, although in prin-
ciple any clustering method could be used. In our worm-
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Figure 2: The NB soft-clustering model used for the worm
intrusion detection task. The feature function computes, for
each machine, the sum X;; of positive detections reported
by machine ¢ in interval j. The counts are used as data for
the graphical probability model that forms the top part of the
drawing. To incorporate any global information that might
be available, we would create random variable nodes as par-
ents of the feature nodes in this model.

detection application, the NB features are positive local de-
tection counts X;; arriving from a machine ¢ during a time
interval j. The time axis in the model of Figure 2 has been
broken down into 24 one-hour intervals. If we assume that
members of different classes generate their detections ran-
domly at different rates and can take a fairly large range
of values, it is reasonable to assume that X;; are Poisson-
distributed, conditional on their membership in cluster k:
e~ Mk AL y

z
There is nothing that prevents us from having several feature
functions per interval; we stick with one feature per interval
for direct comparison to previous approaches and to make
use of the existing dataset.

At the end of each interval, the corresponding feature
value (a column in the dataset X) is updated and the graph-
ical model is re-learned with the Expectation-Maximization
algorithm (Dempster, Laird, & Rubin 1977), using as initial-
ization the previous model parameterization. The conver-
gence tends to be fast, as not much data has changed since
the last learning iteration. The posterior on the cluster vari-
able M defines the assignment of local detectors into clus-
ters:

Membership(i) = argmax P(M = k| X)),
k

where X ;. is the i-th row of the data matrix. Figure 3 shows
a typical example of how the hosts in our data set get as-
signed into clusters. The clusters are rather stable and clus-
ter membership changes rarely. This manifests itself in long
horizontal streaks of the same color in the plot.

The clustering algorithm will effectively group the hosts
according to the daily pattern of their local detection activ-
ity as shown in Figure 4. It is reasonable to assume that the
detection activity pattern reflects the applications and habits
of the host and provides the best estimate of the vulnerabil-
ity pattern we can readily produce based on the binary local
detection information alone.

Cluster membership 1

Figure 3: A membership plot. There are 5 clusters in this
plot. Time in hours is on the x-axis, host index on the y-
axis. Color indicates the cluster to which the host belongs at
that time. The solid-colored portion on the left corresponds
to the one-day burn-in period, where clustering is not per-
formed. At the end of the run, most hosts lie in the reddish
cluster because they have been infected.

When the infection occurs, the local detectors will detect
it very reliably. 2 The dataset column having the most recent
detection count will be filled with relatively high detection
counts. Eventually, the infected hosts will be put into one
cluster when the cluster assignment becomes dominated by
the difference between the detection counts generated by the
infected and those by the still healthy hosts.

One question to be resolved is how to determine the num-
ber m of clusters. We use a greedy heuristic that increments
m until the Bayesian Information Criterion (BIC) (Chicker-
ing & Heckerman 1997) for the model stops improving. We
have static and adaptive variants: The static variant learns
the optimal m over a training set of data and uses this for
subsequent testing. The adaptive variant keeps models for
all values of m up to the highest warranted by the BIC so far
and attempts to adapt the optimal m on the fly. We report
results for both variants, but predominantly use the static
version for sake of speed.

Cluster Interpretation

After the hosts are assigned into clusters, the COD detection
algorithm attempts to detect the presence of a highly active
— presumably infected — cluster by:

1. computing for each host 7 its average detection rate over
the last 7' GD ticks: ADR(i) = N1(i)/T, where Ny (7) is
the number of positive detections at host i. The parameter
T is tunable.

2. computing the average (local) detection rate in each clus-

ter and identifying the most active cluster

3. performing a one-sided, unbalanced-design t-test with

null hypothesis that the host detection rates in the most ac-
tive cluster and remainder of the population are the same.
3

They pay a price for that sensitivity in their false positive rate.
3Singleton clusters are excluded as they have divergent sample
variances.



Figure 4: A detection rate plot shows the clustering dataset.
The x-axis shows the 24 detection intervals, the most recent
on the right. Color indicates the local detection count that
the host reported for that interval. The y-axis corresponds
to host index. The hosts are sorted according to their clus-
ter memberships (the white horizontal lines separate the five
clusters, two of which are composed of a single member).

4. comparing the outcome of the t-test to a historical his-
togram of values to determine if the system is in an
anomalous state.

Note that we use step 4 rather than using a t-distribution,
because by artificially gathering highly-firing hosts into the
same cluster we would incur a selection effect and it would
not be surprising at all to routinely see t-test statistics well
above a typical p-value. Instead, we compare the outcome
to past values and calculate an empirical p-value to rectify
the selection bias, while still being able to take advantage of
a higher signal-to-noise ratio that might occur in the smaller
subpopulations.

Performance Metrics

We assume that as the infection spreads to the entire popula-
tion, eventually we will be able to detect with a true-positive
rate of 1. The question in outbreak detection is not whether
we detect, but rather how soon we can detect. Thus natu-
ral performance metrics are the time to detection (TTD) and
the false alarm rate (FAR). In the case of a worm spread,
one may further be more interested in the fraction of hosts
that have been infected (FI) at the time of detection. FI is
directly related to TTD and can be viewed as TTD “normal-
ized” with respect to worm propagation speed. The typical
FAR that we deemed acceptable for this application was 1
false positive (FP) per week.

As for the TP-FP tradeoff of an ROC curve, there is an
intrinsic tradeoff between these two metrics, depending on
the p-value used to raise an alert. As this operating point is
difficult to set in advance, we use a variant of the Activity
Monitor Operating Characteristic (AMOC) curve (Wagner,
Moore, & Aryel 2006) to succinctly represent the perfor-
mance throughout the entire set of possible alarm thresholds.

Experimental Evaluation

The models are evaluated in a C++ simulation environment.
The simulator replays approximately 5 weeks’ worth of cap-

tured traffic traces from 37 hosts on a corporate network.
There were no worm intrusions during the capturing pro-
cess and the data is certified to be clean by IT professionals.
Worm traffic is generated from a simplified worm model and
is injected on top of the clean background traffic after an ini-
tial burn-in period. To determine the false alarm rate, the
traffic traces were replayed and detectors run without the
worm traffic injected. We currently do not model recovery
from infection. Each positive run proceeds until saturation
and the global detector is restarted with a new one-day burn-
in period at the beginning of the next run.

The Local Detectors send a message containing their be-
lief state every 10 seconds. The burn-in period for the model
is set to two days. If more than 37 nodes are needed for an
experiment, the traffic traces are recycled. To generate the
data coming from a “fictitious” host, a circular buffer is used
that begins at a random point in one of the trace files.

For each model tested, five AMOC curves are generated
by running the experiment with different random seeds. For
the sake of presentation clarity, we will not plot all five
curves or standard deviation bars, but rather plot the “me-
dian” curve out of the 5 runs. More precisely, we plot the
curve that achieves the median FI at the target FAR of 1
per week. The AMOC curves themselves are averages over
as many independent runs as the amount of collected traffic
traces permits (depending on the model, 9 to 20).

Epidemic-DBN The baseline is set by the Epidemic Dy-
namic Bayes Network detector (E-DBN), a model that has
been compared to several standard statistical techniques for
outbreak detection and shown to outperform them all (Dash
et al. 2006). This detector is a Dynamic Bayesian Network
(Dean & Kanazawa 1990) that captures the dynamics of an
epidemically spreading worm (Chen, Gao, & Kwiat 2003).
It is a three-layered HMM, where the top layer is a binary in-
dicator of attack, the middle (unobserved) layer models the
number of nodes infected and the bottom (observed) layer
models the number of positive LD firings. E-DBN’s mes-
saging scheme can be centralized like COD’s, or distributed
with local detectors communicating to a random subset of
their neighbors. We compare to the distributed setup of E-
DBN, as it outperforms the centralized setup and therefore
sets a stricter baseline (Dash et al. 2006). In our experi-
ments, we use the E-DBN with chain length 20 to be consis-
tent with (Dash et al. 2006).

Figure 5 compares the performance of the E-DBN global
model to the proposed model. COD clearly outperforms the
DBN global detector. At the target FAR, the FI is reduced by
about a third from 5% to 3.3%. The performance advantage
perhaps even widens in the lower FAR range.

Effect of model parameters. Our detection method has
a number of parameters whose effect should be explored in
order to set them meaningfully. The effect of parameter vari-
ation is examined by varying one parameter at a time in this
configuration, leaving the others fixed to prevent the explo-
sion of possible detector configurations. The “standard” pa-
rameterization is 500 nodes, centralized detector, number of
clusters fixed at 5, 24 intervals per day.

Number of clusters. Figure 5 demonstrates our finding
that the adaptive detector does not differ obviously from the
statically optimized COD model with 5 clusters. As the per-
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Figure 5: AMOC curves for the best known parameteriza-
tions of DBN versus the new model, obtained for 500 nodes.
Error bars were dropped in most figures to improve clar-
ity. Figure 6 gives a sense of the amount of variance in the
AMOC curve.

formance does not differ much, and as the adaptive detector
was more costly to run, for the remainder we will report only
the static COD model results.

Scaling with network size. Figure 6 documents a very
favorable property which was also observed with the DBN
detector: that the performance actually improves with scal-
ing of the system. The larger number of datapoints gives the
models more information and refines the clustering. With
small number of nodes, the DBN distributed detector, which
does not learn its parameters, tends to outperform COD.
With fixed target FAR, the fraction of hosts infected at time
of detection shrinks as the network size increases.

Interval length. The interval length affects the perfor-
mance in two ways: 1) More frequent re-clustering elimi-
nates part of the “mid-interval blind spot”; 2) longer inter-
vals yield features with less variance. Accordingly, varying
the interval length has an effect on performance that bal-
ances these opposite effects, as shown in Figure 7. Gen-
erally, better performance is achieved with longer intervals
that permit longer accumulation of detection counts, perhaps
better smoothing over any random fluctuation. This hypoth-
esis is also supported by the lower variance in performance
with longer intervals. Also, the lower frequency of the detec-
tion algorithm invocation gives fewer opportunities for gen-
erating false alarms. The price of delayed detection is not
too great in the case of a slow worm, like the one modeled
here; though the situation might change for faster worms
we do not consider in this paper. For brevity, we forgo dis-
cussing the effect of the activity window length 7.

Complexity and scalability. With 100 nodes and reclus-
tering every hour of simulated time, the simulator runs sev-
eral hundred times faster than real-time on a mass-market
desktop computer, including the non-negligible simulation
overhead. Thus scaling to enterprise-size networks with tens
of thousands of computers is not a problem from the com-
putational complexity perspective.

The messaging scalability presents more of a challenge
for the centralized detector. Although the bandwidth re-
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Figure 6: Scaling with the number of nodes: 37, 100 and
500 DDI hosts in the network. The error bars represent one
standard deviation in FI, computed from 9 independent runs
exhausting the available data. The curves themselves are
“medians”, defined in the text.

quired for the information content itself is small even in
a large network — tens of kilobits per second — the proto-
col overhead is substantial. Fortunately, enterprise networks
tend to be organized in a hierarchical manner. It is cer-
tainly feasible to set up a hierarchy of message aggregation
nodes to deal with the networking overhead. Deeper connec-
tions between enterprise network topology and the detection
framework are investigated in (Sherr et al. 2007).

Summary and Future Work

We proposed COD, a detection algorithm for rare events
based on partitioning the potential hosts into subgroups that
are more homogeneous in their usage and application pat-
terns and, by implication, their vulnerability to a worm at-
tack. The method does not require incorporation of exten-
sive prior knowledge to achieve usable results. Experimen-
tal evaluation on the problem of detecting a worm with a
limited attack rate showed that COD can cut the number of
hosts that are infected at the time of detection by over a third.
The algorithm is efficient and has a good scale-up potential.

Several avenues for possible improvement are open to
consideration. Using more precise information about the
operating system patch level, running proceses and similar
features, groups of hosts could be identified that are likely
to share a vulnerability. Presumably, elevated local detec-
tion activity in such cluster provides an even more reliable
infection clue. We are developing the capability of collec-
tion and transmission of such OS data.* We would like
to apply COD to detection of disease outbreaks. However,
while COD can deal with missing data in a principled way,
the stream of information from each person (host) would be
very spotty, very possibly leading to performance degrada-
tion. Thus COD would be more promisingly employed in an

“Because such information is also valuable to the attacker, there
are security issues to be addressed, but they are beyond this scope
of this paper.



0.9F

~ 0.8r
[=3

.000!
o o
o N

at FP=0,

Fraction infected
e
&

o o o o
PN W s

N

6 12 18 24 36 48 72
Number of intervals

o

Figure 7: Detection performance changes with varying num-
ber of day slices. On the horizontal axis, the number of slices
(e.g. 48 slices gives 30 minute aggregation). On the vertical
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environment with denser data, such as detection of nosoco-
mial epidemics.

The signal-generating procedure is based a sound statis-
tical technique, but the definition of the test populations is
somewhat heuristic. Moreover, taking the argmax poten-
tially loses some information contained in the class poste-
rior. Other heuristics to interpret the clusters are being con-
sidered.
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