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Abstract

The paper reviews knowledge extraction for the purposes of intrusion detection. We observe that IDS become more hierarchically organized to handle distribution and increasing volume of network traffic and audit trail data. We argue that good OOP design principles imply that system components at many of not all levels of granularity should encapsulate self-monitoring functionality. Furthermore, we advocate that “soft” specifications of input characteristics become a fixed part of a critical software component specification, so as to facilitate intrusion detection. To ease the seamless integration of intrusion detection into core systems (OS, databases), compilers and CASE tool support should be developed.
Introduction

With the increasing complexity and geographical distribution of information systems, the challenges facing those in charge of systems security have grown to be a major cost and management issue. For all but a few of the most strongly fortified systems that impose strict access protocols and severe authority restrictions, it is impossible to guarantee that a penetration of the system is (nearly) infeasible. Any security administrator must therefore operate under the unfortunate assumption that the system under her responsibility is susceptible to a compromising attack. When such attack happens, in order to respond the administrator must be informed of the existence and channel(s) of the attack. However, the sheer number of computing operations that must be administered by a single person or administrative unit makes it unthinkable that this person should have the cognitive capacity to oversee the operation of the whole system. That is why automated supporting systems, termed IDS – Intrusion Detection Systems, were developed to facilitate system security oversight.

The cycle of innovation is considerably shorter in computer technology than in other industries and economic pressures force software developers to release products without fully testing it under conditions simulating an environment as diversely hostile as the Internet. Inevitably, vulnerabilities of highly exposed systems are discovered frequently and often made known to the general public before the “white hats” can react. There is virtually no limit on how long this information had been exploited by the “black hat” community before its release. We must therefore learn to live with the break-ins that will happen and the patterns they exhibit are bound to be novel each time. Of course, there will also be strong common traits; for instance a buffer overflow exploit connection will usually target at a well-known port, with content resembling program text.

Classical Intrusion Detection Systems in existence rely on the administrator to specify rules that identify anomalous or misuse-indicative behavior patterns. Due to the aforementioned intrinsic ingredient of novelty in the attacks, the rule set cannot cover precisely the instances of an attack actually happening. The classical specificity versus sensitivity tradeoff surfaces here: either the rules are set “loose” and may permit malicious activity in the system, or they may be too tight and restrict legitimate activities. Attempting to achieve acceptable values of both specificity and sensitivity leads to very detailed rule sets that often proved non-manageable even several years ago. With the growth of scale of deployed distributed systems that problem has only become more complex. Numerous researchers designed and implemented supportive formalisms such as finite state automaton (FSA) based specifications of attack scenarios. More recent formulations incorporate variability of attacks and deal with uncertain information using Hidden Markov Models, which can be viewed as a probabilistic generalization of a finite transducer.
 Still, there exists an acute need of solutions that shift the load from the administration (expensive and limited resource) to computation (comparatively cheap and readily available), thus improving the quality of the administrator’s information about security of the network. It would be advantageous if the system could derive (learn) the characteristics of network and system activity corresponding to an attack situation, with minimal human intervention. To this end, various Machine Learning (ML) techniques such as Support Vector Machines and Neural Networks have already been employed to detect intrusions. This paper surveys the state-of-the-art of ID, with focus on ML techniques, and provides references to some current research articles.
Terminology of classification

The most common dimension along which IDS are compared is the data source which they utilize. Network-based systems normally sniff 
 the traffic on the monitored network, while host-based systems typically obtain their data from an OS interface designed for this purpose (audit trail interface), or from system logs.
There are two major conceptual approaches to detecting intrusion. Misuse detection, a.k.a. pattern recognition, systems take advantage of digested knowledge of attack patterns that is typically put in by the administrator. Anomaly detection systems maintain a behavior profile of the monitored entity; sudden changes in this pattern are indicative of malicious activity. Most commercial systems stick to the misuse detection paradigm.
Overview of current IDS
There are many existing software packages that serve the purpose of intrusion detection. Some of these are proprietary and little can be learned about their design. Yet some are in the public domain and it is reasonable to expect that the same design principles should be applied across the board. 

Snort (http://www.snort.org/) is an open-source network-based pattern-matching IDS. Its architecture consists of three main parts: the packet decoder, the detection engine, and the logging and alerting subsystem. The packet decoder interacts with the protocol stack at layers 2 to 4, mainly marking packets for subsequent analysis. The detection engine inspects the packet in two stages. First, it matches the packet header to a sequence of patterns, containing IP endpoints information (src/dest IP and port). Each pattern has an associated chain of rules. The rule chain associated with the first endpoint pair that matches the packet header is activated. The rules in each rule chain match such characteristics of the packet as TCP flags, payload sizes and actual content. Rules are searched in order and the first one matching triggers the action specified in it. These actions are carried out by the logging and alerting subsystem and comprise mainly of saving the offending packet information (at a configurable level of granularity) into a log file and sending an instant message to a set of workstations. The knowledge Snort needs to recognize attacks is available online in the form of rules and the developer community behind Snort boasts of instances where this information was published more expeditiously than the respective updates for commercial products.

In EMERALD (Porras and Neumann, 1997) we find an example of a more complex system, perhaps better suited for operation in a wide-ranging distributed environment. EMERALD is the last in line of IDS developed at Stanford Research Institute. The design emphasizes the distributed nature of the task, the acute need for scalable solution and in consequence is highly modular. It employs the concept of hierarchical organization to achieve scalability. As presented, there are three tiers of components, operating on progressively larger portions of the network, but also on a higher level of abstraction. Each service monitor, the lowest-tier component, has the job of overseeing the operation of one service (e.g., an FTP server). Each of these monitors employs both rule-based misuse detection and anomaly detection algorithms. Domain monitors collect data from service monitor and correlate them to form a coherent picture of the security situation in a limited domain, such as a single department. At this level of abstraction, they are well positioned for reporting and alerting tasks. Enterprise-level monitoring in turn uses the results of domain-wide analysis to form a global view of the network. Such view is helpful to identify wide and spreading problems, e.g. viral or worm infections. Communication is of essence in such a system, and an elaborate subscription-based push/pull system was developed to address the need.
The importance of communication for intrusion detection is also recognized by DARPA. Efforts to harden critical information infrastructure under the Information Survivability program led to definition of CIDF (Common Intrusion Detection Framework), which is an attempt to standardize application interfaces and message and knowledge encoding formats for intrusion detection.
Misclassifications measures and ROC Curves

Any IDS, whether operating on-line or off-line, in essence iteratively solves a classification problem – that of distinguishing between legitimate activity and an attack. We can measure the performance of a classifier by drawing the Receiver Operating Curve (ROC), which plots the specificity of a classifier against its sensitivity. Typically, improving specificity of a classifier leads to weakened sensitivity and vice versa. The severity of this tradeoff can be quantified by the area under the ROC.

As (Axelsson, 1999) argues, the false positive rate is more important for user acceptance of the system. In face of numerous false alarms, users learn to ignore the system’s warnings. Then even true positives are ignored and not acted upon. Therefore, a successful classifier has to exhibit exceptional specificity.
Computer networks generate large amounts of data during their normal operation and activities constituting an attack form a tiny fraction of the traffic and audit data. The minuscule portion of attack instances in training data redoubles the difficulty of the learning task. 
From the specificity/sensitivity vantage point, there is an important distinction to be made between anomaly detection based and misuse detection systems. Anomaly detection systems are more “flexible” – they generalize well to new attack scenarios. Unfortunately, because a very diverse range of communication activities normally takes place in a networked environment, these models are plagued by a large false alarm rate. Developers have typically narrowed the scope of the anomaly detection models to one user or one application only, where the complexity is workable. (Ghosh et al, 1999) is an example characteristic of this line of research, also employing some ML algorithms as we discuss later.
Pattern recognition systems are much better at eliminating false alarms, because they compare the actual observed traffic to a repository of known attack models. Consequently, they suffer from a lower detection rate for novel aggressions.
Learning Intrusion Detection Systems
The “older” (90s and earlier) work in learning intrusion detection systems focuses on knowledge representation (symbolic) formalisms. The reasoning uses rules such as:

IF number of SYN packets from an IP during last 2 seconds is large

THEN SYN-portscan under way
Arguably, having a symbolic representation is good as it provides the system administrator with a cogent set of rules that he or she can summarize to create a model of the attack. However, the problem with this is that the attacks must first have been recognized, which means they probably have been known to the experts labeling the data. The IDS may still be able to alert to the presence of a novel attack, based on more general features. In the process of incorporating a novel attack patter into the knowledge base, it is probably not a good idea to generalize the rule so that it picks up all attacks in the same family, because we loose specificity. A human is still indispensable in the loop to write additional detection rules on the original level of specificity.
An example of a recent symbolic-reasoning system is eXpert-BSM (Lindqvist and Porras, 2001). It was developed as part and can be readily integrated into the EMERALD system at the service monitoring layer. I only mention it in passing as it lacks the learning faculties that are the focus of this paper.
Most learning IDS are based on off-line learning algorithms. In off-line learning, a dataset is collected and manually labeled by an expert.
 Subsequently, a general purpose algorithm is invoked to induce the rules. The most popular rule-based learner entitled RIPPER (Cohen, 1995) found solid ground in yet another field and largely diverted the attention from the association rules mining algorithm of (Agrawal and Srikant, 1994). Systems that use RIPPER were described in work of W. Lee (see below). RIPPER finds rules of the implicative form described above by generating a large number of candidate rules and evaluating directly on the data the improvement they yield. In this, it may be viewed as an instance of a genetic algorithm. Others have directly applied the genetic algorithm framework to evolve a fuzzy classifier (Bridges & Vaughn, 2002).
In online learning, samples from which the system learns come one at a time, during the time of operation of the system. The samples would typically be labeled by the administrator of the system, after her investigation, as attack (possibly with subtypes) or normal operation. The crucial difficulty in this approach is the sample bias. In light of undesirability of false alarms, one might reasonably expect that the user will similarly feel molested by the incessant requests for feedback by the system. The number of instances where feedback is required would have to be substantially reduced by some selection process, which inevitably introduces the pre-selection bias. Probably the only really principled method is to select those instances in classification of which the system has a low confidence. Probability-based models lend themselves more easily to such selection than rule-based models, since they offer a well-defined notion of confidence, while the confidence measures in rule-based systems intrinsically tend be of ad-hoc nature.

Similar shortcoming of symbolic reasoning indeed was identified as a problem which results in high number of false positives in (Krueger at al., 2003). Authors argue that the simplistic manner in which detected attacks are combined preclude a more precise distinction. They overcome this limitation by implementing Bayesian reasoning on sensor outputs, see below.
In summary, the fundamental problem of on-line learning is that the demands of the user and the learning system compete. The quality of prediction depends heavily on the amount of data collected, while we should be reluctant to interact unnecessarily with the user. Therefore the expert becomes a data collection bottleneck in both the off-line and on-line systems.
The obstacles described in previous paragraphs are considerable and believed to be the culprits that have retarded a wider application of on-line learning in IDS.
Some other rule-based IDS used decision trees (e.g. Sinclair et al., 1999), the computational power of which is in principle equivalent to inference on propositional formulas, but more efficient specialized algorithms exist for their learning.
Although rule-based approaches prevail, some newer work increasingly utilizes methods of probabilistic reasoning. As already argued in (Krueger et al, 2003), this is most likely to happen at the highest level of reasoning, since “raw” data such as execution traces are unsuitable for machine learning algorithms. It is only sensible to expect such intermingling of paradigms in systems to come, seeing as the strengths of one compensate for weaknesses of the other. Authors of the paper, using their expert knowledge, construct a Bayesian network for reasoning in the domain of system call execution, focusing on detecting buffer overflows. Nodes in the network represent results of preceding analysis by other modules (Token Finder, Character Distribution Quality,…). 

The advantages of the Bayesian Belief Network (BBN) formulation include

· intuitive notion of anomaly – the anomalousness of an event is directly related to its probability. 
· relative resilience in the CPT parameterization. The model was a-priori parameterized by an expert’s best guess.
On the other hand, the conditional probability distributions had to be approximated by multinomials, for computational efficiency. Overall, the system achieved significantly better performance over a simple thresholding algorithm, although the authors did not use learning techniques to fine-tune the knowledge encoded in the BBN to the character of the traffic sampled for their experiments.
One must concede that the scope of the study was rather limited, it focused on execve and open system calls. On the other hand, the functions were well chosen since they are central to the OS and likely to be involved in any attack. The knowledge that needs to be represented in the BBN will most likely be different for each system call monitored. 
The question naturally presents itself whether the future practice of critical system software development would include annotation enhancements to programming languages, whereby either the programmer or software specification itself (depending on how well defined the domain is and how strict are the security requirements) specifies the expected distribution and characteristics of inputs. With compiler support, code generated from these annotations could be executed transparently and its output made part of system audit trail for additional analysis. It is high time that security-related requirements establish themselves as an important, if not central issue in software specification for core infrastructure systems.
Features used for ID
Before we are able to apply any learning algorithm, we must decide which aspects of data we take into consideration, a process commonly referred to as “feature selection”. The set of features we choose has a profound effect on the performance of the learning system. The system designer must take great care to pick features that carry a wealth of information. Conversely, considering too many features will invalidate the resulting classifier, as overfitting
 will result. 
The features in most systems in existence are hand-picked. As the operating systems and network security are well-structured, human-designed domains, this is both feasible and desirable. However, efforts were made to evaluate automated feature selection strategies for intrusion detection. Some typically used features are listed in Table 1.

Table 1: Typical features used for intrusion detection

	service
	Service accessed (by port): http, ftp, telnet

	duration
	Duration of connection

	Src_ip
	IP address of the initiator of connection

	Dst_ip
	IP address of the host

	Src_bytes
	number of bytes sent by initiator

	dst_bytes
	number of bytes sent by host

	protocol
	TCP, UDP, ICMP, …

	num_conn
	number of open connections

	tcp_flags
	TCP Flags (SYN, ACK, RST, …)


A line of work by W. Lee and collaborators attempts to approach feature construction and data mining systematically, see for example (Lee et al, 1998), (Lee, 1999) and (Lee et al, 2001). The primary focus is on rule-based learning.
Efforts that are more in line with methods established in Machine Learning are represented by (Mukkamala et al., 2002). Authors use a so-called wrapper approach, in which features are removed one at a time and resulting performance is evaluated. Although the validity of the results might be questioned
, this paper certainly represents a welcome endeavor to apply automatable machine learning techniques in the ID domain.
Sequence learning

An inherent property of data relevant to intrusion detection is its temporally dependent character. Rarely will an attack consist of single packet; more characteristically, there is a definite pattern that the attacker must follow to accomplish compromising the system. Models designed for sequence data offer themselves to the designer of an IDS. Recently, (Ourston et al., 2003) presented an interesting application of Hidden Markov Models to detecting multistage attacks. Here, the hidden state represents the stage of the attack and is only known to the hacker. The observables consist of pre-filtered alarms raised by an existing IDS. HMM algorithm is used to compute probability of the sequences that most likely indicate an attack. Again we can observe how various reasoning strategies are applied at different levels of abstraction.
(Ghosh et al, 1999) compared three algorithms: an exact pattern matching algorithm, feedforward neural network, and Elman network. Of these, the Elman network performed the best. The reason for this lies in the structure of an Elman network, which incorporates loopback “memory” nodes, whereby sequential dependencies can be modeled. The ability to model, in one way or another, temporal ordering of events stands out as a crucial ingredient of a successful ID learning model.
Evaluation of Learning IDS

In 1998-99, a test bed framework described in (Lippmann et al., 2000) was developed for Intrusion Detection Evaluation project, sponsored by the DARPA as a part of a broader effort to assess the state-of-the-art in cyberspace security. Four IDS competed in the evaluation. The best performing systems reached training accuracy of about 75%, and testing accuracy of about 25%, at acceptable false alarm rates. Encouraging as the training performance may be, the widely disparate results are somewhat suggestive of overfitting, despite (or perhaps precisely because of) the deliberate introduction of unseen attack scenarios into the testing data.
To my knowledge, there has not been any subsequent comparative evaluation of similar scope and rigor and most work since 1999 uses the same benchmark data. 
Conclusions
I surveyed the development of Intrusion Detection Systems from the standpoint of their capabilities to learn to recognize novel attacks. Most of the simpler Machine Learning techniques have been more or less successfully utilized. It surprised me that few authors develop full-scale Bayesian network classifiers. I attribute this to the complexity of the concept of Bayesian structure learning and the computational complexity of exact probabilistic inference
, which in order to achieve tractability necessitates concocting a custom-cut solution for each problem. However, when the effort is invested, the results are invariably remarkable. In consequence, there is a rejuvenated interest in probabilistic reasoning in the domain. I see as the most promising trend the realization that at different levels of abstraction, different reasoning approaches should be implemented – the speed and simplicity of rule-based for lower-level detection combines well with sound inference procedures at higher levels, where data flows are reduced.

Intrinsically, there can be no such thing as the intrusion detection system. Novel avenues of attack are opening constantly and methods of disguising compromising activity are more sophisticated. For instance, encryption proves to be a double-bladed weapon: while administrators find it difficult to educate users on encryption and password safety, no one is more intimate with the pitfalls than the potential attacker. A continuing arms race rages between security administrators and the hacker community. IDS must keep pace with the developments to come. It appears likely that IDS of future will be distributed, each component of a system responsible for detection of potentially dangerous situations related to itself. I see this as a natural continuation of tried and true object oriented design principles (namely encapsulation). Hopefully, researchers and the industry will develop CASE tools and compiler support for structuring applications in this manner.
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� More recent formulations incorporate variability of attacks and deal with uncertain information using Hidden Markov Models, which can be viewed as a probabilistic generalization of a finite transducer.


� Sniffing has been becoming increasingly difficult for two reasons. First, performance considerations necessitated a sweeping change from shared-medium networks to switched connections; therefore effort is made that the traffic not explicitly destined to a node does not reach it. Administrators deploy more sophisticated switching equipment with the option of directing an echo of each packet to a dedicated switching port or construct ad-hoc wire taps. Secondly, this is exactly the type of behavior a potential attacker would be likely to engage in. Hence the same measures were and continue to be considered a security enhancement.


� Agreement seems to exist on the taxonomy of attacks, so often the set of labels consists of the following classes:


normal – normal legitimate traffic


r2l – remote to local – attempt to impersonate a more privileged local user


u2r – user to root – attempt to escalate user privileges


probe – preparatory information gathering about running services


DOS – denial of service – overwhelming volume of traffic with disruptive intent





� Overfitting is a phenomenon well-known in the area of statistical Machine Learning. It ensues when one trains a powerful learning model with many degrees of freedom on a relatively small data sample. In effect, the model utilizes the available parameters to “memorize” the available data sample, failing to derive proper generalizations from the training data. The observed effect of this is a poor performance on previously unseen data. 


� It is unclear why they only remove one feature and do not proceed to remove features further. The removal of features should be repeated until a target number of features is achieved. Multiple sequences of feature removals should be executed and only those features that appear frequently in the resulting classifier can confidently be deemed important.





� The general problem is NP-complete when no other assumptions are made.
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