CS 2750 Machine Learning
Lecture 6

Density estimation 11

Milos Hauskrecht
milos@cs.pitt.edu
5329 Sennott Square
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Announcements

Homework 2 in today

Homework 3 is out

* Due on Wednesday, February 4, before the class
* Reports: hand in before the class

* Programs: submit electronically
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Outline

Outline:

* Density estimation:
— Maximum likelihood (ML)
— Maximum a posteriori (MAP)
— Bayesian

* Binomial distribution

* Multinomial distribution.

e Normal distribution.
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Density estimation
Data: p=(p,D,,.D,}

D, =x, a vector of attribute values

Objective: try to estimate the underlying true probability
distribution over variables X , p(X), using examples in D

true distribution n Samples estimate

[E——
p(X) D={D,,D,,..D,} P(X)

Standard (iid) assumptions: Samples
+ are independent of each other
* come from the same (identical) distribution (fixed p(X))
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Learning via parameter estimation

In this lecture we consider parametric density estimation
Basic settings:
* A setof random variables X={X,X,,....,X,}
* A model of the distribution over variables in X
with parameters @ : p(X|0)

* Data D={D,D,,.D,}

Objective: find parameters @ that describe p(X|©) the best
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Parameter estimation.

* Maximum likelihood (ML)
maximize p(D|0,¢&)
— yields: one set of parameters @,
— the target distribution is approximated as:
pPX)=pX|0,,)
* Bayesian parameter estimation
— uses the posterior distribution over possible parameters

(O] D.E) = p(D]106,5)p@ <)

p(D<)
— Yields: all possible settings of ® (and their “weights”)

— The target distribution is approximated as:
p(X)=p(X|D) = IP(X |10)p(®|D,5)dO
(0]
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Parameter estimation.

Other possible criteria:
* Maximum a posteriori probability (MAP)
maximize p(®|D,&) (mode of the posterior)
— Yields: one set of parameters O,
— Approximation:
p(X)=p(X|0,,,)
* Expected value of the parameter
0= E(©) (mean of the posterior)
— Expectation taken with regard to posterior p(® | D,&)
— Yields: one set of parameters
— Approximation:

p(X) = p(X|0©)
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Binomial distribution.

Example problem: a biased coin

Outcomes: two possible values -- head or tail
Data: D a set of order-independent outcomes
We treat D as a multi-set !!!

N, - number of heads seen N, - number of tails seen

Model: probability of ahead &
probability of a tail ~ (1-6)

Objective:

We would like to estimate the probability of a head )
Probability of an outcome

N
P(D|«9)=[N

1

}9 Y (1-6)" Binomial distribution
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Maximum likelihood (ML) estimate.

Likelihood of data:

N N N
P(D|<9)=(N }9 1-0)" =

1

N!

N,IN,!

oV (1-0)":

Log-likelihood

I(D,0)=1o N 0" (1-6)" =1lo N + N, logé+ N, log(1-6)
> N g N,IN,! 1108 2,108
JE——

Constant from the point of optimization !!!

ML Solution: ¢ -N__ M
N N, +N,

The same as for Bernoulli and D with iid sequence of examples
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Posterior density

Posterior density

P(D|@, 0
p@|D,5)= ( lP(g)é; ) (via Bayes rule)

Prior choice

IN'a, +a,)
018) = Beta (O | a,.a,) = 1T %)
p(@|¢)=Beta(0|ay,a,) ['(a)(a,)
Likelihood (N, +N,)

PRI = v rav,)

00{1 -1 (1 _ 9)&2—1
(1-)"

Posterior  p(6|D,&) = Beta(a, + N,,a, + N,)

MAP estimate 6,,,, =argmax p(0|D,¢)
‘o, + N, -1
a,+a,+N, +N,-2

eMAP -
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Expected value of the parameter

The result is the same as for Bernoulli distribution

n+mn,

Expected value of the parameter

1
E(0) = [0Beta(0 | 1,.1,)d0 =—"—
0

a4 +N

E0)=
o, +N,+a, +N,

Predictive probability of event x=1
o, + N,

P(x=1|0,5)=E0) =
(x 16,5) @ a,+N,+a, +N,
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Multinomial distribution

Example: Multi-way coin toss, roll of dice
* Data: a set of N outcomes (multi-set)
N, - anumber of times an outcome i has been seen

k
Model parameters: 0 =(6,,0,,...0,) st. >.6,=1
6. - probability of an outcome i i1

Probability of data (likelihood)

N! Multinomial
P(N,,N,,...N, |0,&)=——— 9" ..o
(N,,N,, «10,8) N,IN,!...N,! 172 k distribution
ML estimate: N
i,ML Wl
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Posterior density and MAP estimate

Choice of the prior: Dirichlet distribution
k

rQ a,)

. i=1 a,-1pna,-1 a, -1
Dir(®|a,,.,a,) = —=—0677'057" .o

[[r)

Dirichlet is the conjugate choice for multinomial

— — N! Nl NZ Nk
P(D|0,£)=P(N,,N,,...N,|0,&) = NI!NZ!"'Nk!gl 0, ...0,
Posterior density

P(D|0,8)Dir(0|a,,a,,.a,)

0|D,5)= =Dir(0|a, +N,,...a, + N,
p@|D,%) P(D|&) ¢l 1 1 k )
MAP estimat 0 o, + N, -]

estimate: iap = (
a.+ N, )k
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Expected value

The result is analogous to the result for binomial

E@)= [0 Dn(em)de:[ /S S — J
0<0,<1.Y 0,1 hrm g, mEILEn L,

Expectation based parameter estimate

a+N % +N; % +N,
o+N+.. 4o +N, a+N+.+a,+N, o+N+.+a,+N,

E(©) =[

Represents the predictive probability of an event x=i
o, +N,

P(x=i|0,5)=
( 16.2) o +N +..+a, +N,
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Other distributions

The same ideas can be applied to other distributions
— Typically we choose distributions that behave well so that
computations lead to “nice” solutions

* Exponential family of distributions

Conjugate choices for some of the distributions from the
exponential family:
— Binomial — Beta
— Multinomial - Dirichlet
— Exponential - Gamma
— Poisson — Inverse Gamma
— Gaussian - Gaussian (mean) and Wishart (covariance)
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Distributions from the exponential family

Gamma distribution:
1 _
=—x“"e
I'(a)b®

Exponential distribution:
* A special case of Gamma for a=1

p(x|b)= &je

Poisson distribution:

p(x|a,b) for x €[0,00]

e A

x!

p(x|A)= for xe{0,1,2,...}
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Gaussian (normal) distribution

* Gaussian: X ~N(u,o)
e Parameters: x - mean

o - standard deviation
* Density function:

1 1 5
p(x|u,o)= a\/ﬁeXp[ —Za—z(x—ﬂ) ]

* Example:

N(0.D)
0.35 -
o.3| B
o.2sl
o2}
0.15

0.1}

o.os5

2 = = B ) 1 B 3 2
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Parameter estimates

* Loglikelihood "
I(D,po)=log [] p(x, | n0)

i=1

e ML estimates of the mean and variance:

~ 1 N .2

i=13 6=13 (5 i)
i=1

— ML variance estimate is biased

E,,<02>=E,,[%z<xi—/z>2j=”7‘loz .
i=1

e Unbiased estimate:

n

1
Of:2:_ X»—Az
n—l,E:l(’ “)
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Multivariate normal distribution

* Multivariate normal: x~ N(p,X)
e Parameters: p- mean

X - covariance matrix
* Density function:

p(x|mE) = —%(x—u)fz*(x—m}

1
|

* Example:
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Parameter estimates

* Loglikelihood n
I(D,p,2)=log [] p(x; |1, %)

i=1

e ML estimates of the mean and covariances:

R 1 n ~ 1 n R R
p=—2 X == (x,—@)(x,— )
R oo n -
— Covariance estimate is biased
En(ﬁ) = En(%z (Xi _li)(xi _li)TJ = L _1 2 * Z
i=1

e Unbiased estimate:

& I < - -
L= HE (x; —)(x; )"
— 1=l
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Posterior of a multivariate normal

* Assume a prior on the mean p that is normally
distributed:
p(p)~N(p,,x,)

* Then the posterior of p is normally distributed

n

p(| D)~ [H Lx w7, —u)ﬂ

1
by eXp{_E

1 1 _
*WGXE{—E(H—%)T% (n—-np,)
, i

1 T -1
=————=exp ——(n-p,)' L, (n-p,)
@ez)y?g,|"” [ 2
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Posterior of a multivariate normal

* Then the posterior of p is normally distributed

1 1 _
p(n|D) ZWGXI{—E(H—M)TZn I(H—Hn)}
X =nx+X)

1 Y1 1 1
=y 42| =% x| 43T +-3
oz, MZ) 2z

~ 1)1
E,=X,|%,+ %] —¥
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Recursive Bayesian parameter estimation.

* Recursive Bayesian approach

— Estimates of the posterior can be sometimes computed
incrementally for a sequence of data points

p(D10,5)p(O]3)
p(D]0,5)p(0]5)do

+ If we use a conjugate prior we get back the same posterior

» Assume we split the data D in the last element x and the rest
p(D[0©)=P(x|®)P(D,, |0)

* Then:

pO|D,5)=

n—1

A “new” prior
P(x|®)P(D, ,|®)p(®[¢)
[P(x|©)P(D,,10)p(©|&)d0

n—1
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Exponential family

Exponential family:

+ all probability mass / density functions that can be written in the
exponential normal form

F(x|m) = ﬁh(x)exp 710

. n a vector of natural (or canonical) parameters

1(x) a function referred to as a sufficient statistic

h(x)  afunction of x (it is less important)

Z(M)  anormalization constant
Z(n) = jh(x) exp {nTt(x)}dx

Other common form:

FxIm)=hx)expnt(x) - Am)]  log Z(m) = 4(n)
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Exponential family: examples
* Bernoulli distribution

p(x|m)=rx*1-m)"

= exp {log[l f” jx + log(1 - 72')}

exp {log(l - ﬂ)}exp {log[l dd jx}
-

* Exponential family

Fx M) = ——h(x)exp[n7e(x)]

Z(m)
* Parameters
=2 {(x) =2
Z(n)="? h(x)="?
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Exponential family: examples
* Bernoulli distribution

px|m)y=n"(1-7)™

= exp {log[l dd jx—i— log(1 —72)}
-7

= exp {log(l - ﬂ)}exp {log[l ad jx}
-
* Exponential family

f(x|m) = ﬁh(x)exp [n7 1]

. Parametersﬂ
nzlogl_ﬂ (note 7[:1+e"7 ) {(x) = x

Z(n):L:1+e’7 h(x)=1
1-7x
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Exponential family: examples

¢ Univariate Gaussian distribution

p(x|p,0) = m}ﬁexp[ —M%(x )]

1 H H 1 2}
= —exp| — —log o |exp{ —x — X
2 p( 20° 8 j p{az 20°

* Exponential family

£ = ——h(x)expln 1(0)]

Z(m)
* Parameters
n=2 {(x) =2
Z(n) =9 h(X) =7
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Exponential family: examples
* Univariate Gaussian distribution

1 1 ,
p(x|y,6)— O_mexp[ _—(x_/u) ]

20°

1 H ] I,
= —exp| — —log o |exp{—x — X
2 p( 207 g j p{az 20° }

* Exponential family

F(x|m) = ﬁh(x)exp b7 1(0)]

¢ Parameters , N
| /20 £(X) :{ }
" {—1/202} x’

2
n 1
Z(n) = exp{zg2 +log G} = exp{— o L Elog(— 27, )}

h(x)=1/+2x
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Exponential family
* For iid samples, the likelihood of data is

P(Dln)—Hp(x |n)—Hh<x)exp[ TH(x,) - A(n)]
[H h(x, )}m{z n'1(x,)- A(n)}
[Hh(x }exp{ (Z t(xi)]—nA(n)}

* Important:

— the dimensionality of the sufficient statistic remains the same
with the number of samples
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Exponential family
* log likelihood of data is

(D, m) = log{ﬁ h(xi)}exp{nf(i r(xl-)j : nA(n)}

i=1

= log[ﬁ h(x,.)} + {HT(Zn: t(xi)] - ”A(ﬂ)}

i=1

* Optimizing the loglikelihood

n

V. (D)= (Z t(xl.)) —nV,A(n) =0

i=1

¢ For the ML estimate it must hold

v, A() =%(it(xi>]

i=1
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Exponential family
* Rewritting the gradient:
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Exponential family
* Rewritting the gradient:
V,A() =V, log Z(n) =V, log [ h(x) exp {n"(x) fdx
Jrx)n(x) exp {n7t(x)}dx
J.h(x) exp {nTt(x)}dx
V,4(n) = [ 1(x)h(x) exp {07 1(x) - A() }dx
V.,4Am) = E(¢(x))

* Result: E(t(x)) = %(i Z(Xi)j

i=1

V,4(n) =

* For the ML estimate the parameters M should be adjusted
such that the expectation of the statistic t(x) is equal to the
observed sample statistics
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Moments of the distribution

* For the exponential family

— The k-th moment of the statistic corresponds to the k-th
derivative of A4(M)

— If x is a component of t(x) then we get the moments of the
distribution by differentiating its corresponding natural
parameter

+ Example: Bernoulli p(x | 7) = exp {log(l i[ ]x + log(1 - 72')}
A(n) =log 1_1 =log(1+e")
* Derivatives:
M=ilog(l+e’7)= < = 1_ =r
on on (1+e") (1+e™)
M _0 ! =n(l-rm)

on*  on(l+e™)
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