I - Semaphores:

· Semaphores are used to control access to shared resources by processes.

· There are named and unnamed semaphores
· Named semaphores provide access to a resource between multiple processes
· Unnamed semaphores provide multiple accesses to a resource within a single process or between related processes
· The semaphore lock operation checks to see if the resource is available or is locked by another process
· If the semaphore's value is a positive number, the lock is made, the semaphore value is decremented, and the process continues execution.
· If the semaphore's value is zero or a negative number, the process requesting the lock waits (is blocked) until another process unlocks the resource.
· Several processes may be blocked waiting for a resource to become available.
· You create an unnamed semaphore with a call to the sem_init function, which initializes a counting semaphore with a specific value.
   #include <semaphore.h>

      int sem_init(sem_t *sem, int pshared, unsigned int value);
· sem is a pointer to an unnamed semaphore to be initialized.

· If pshared has a non-zero value, then the semaphore is shared between processes; in this case, any process that can access the semaphore sem can use sem for performing sem_wait, sem_trywait, sem_post, and sem_destroy operations. 

· If the pshared argument is zero, then the semaphore is shared between threads of the process; any thread in this process can use sem for performing sem_wait, sem_trywait, sem_post, and sem_destroy operations. 

· value specifies the value of the initialized semaphore value must be greater than or equal to zero

· sem_init returns zero for success. Otherwise it returns -1 and sets errno to indicate the error.

· The following example initializes an unnamed semaphore with a value of 5, which can be shared among related processes: 


#include <sys/types.h>

      
#include <stdio.h>

        #include <errno.h>

        #include <unistd.h>


#include <semaphore.h>


.
.
.
sem_t   mysem;


int     pshared = TRUE;

  unsigned int value = 5;


int     sts;



.
.
.
sts = sem_init(&mysem, pshared, value);


if (sts) {


  perror("sem_init() failed");


}
· To unlock a semaphore: sem_post
   #include <semaphore.h>

      int sem_post(sem_t *sem);
· sem_post increments the count of the semaphore pointed to by sem, and, if the new count value is less than or equal to zero, makes the next thread waiting at the semaphore runnable. If the semaphore value resulting from this operation is positive, then no threads were blocked waiting for the semaphore to become unlocked; the semaphore value is simply incremented.

· sem is a pointer to the semaphore to increment and must previously have been initialized by sem_init
· The highest priority waiting thread will be unblocked, and if there is more than one highest priority thread blocked waiting for the semaphore, then the highest priority thread that has been waiting the longest will be unblocked. 

· sem_post returns zero on success. Otherwise, it returns -1 and sets errno to indicate the error.

· To lock, attempt to lock, a semaphore: sem_wait:
       #include <semaphore.h>

             int sem_wait(sem_t *sem);   
· sem_wait acquires the semaphore pointed to by sem.

· If the semaphore is available (that is, if the semaphore value is greater than zero), sem_wait decrements the semaphore value and returns to the caller. 

· If the semaphore is unavailable (that is, the semaphore value is zero or less), sem_wait decrements the semaphore value and suspends execution of the calling thread until the semaphore becomes available to the caller or the call is interrupted by a signal. 

· For a complete reference for the POSIX threads library routines check: http://docsrv.sco.com/man/html.3pthread/CONTENTS.html
II- Example:
This example is from: http://www.csce.uark.edu/~aapon/courses/os/examples/
· compile:

gcc -o sem semaphoreexample.c –lpthread
· run: ./sem

· results:

Thread 1 here, before the barrier.

Thread 2 here, before the barrier.

Thread 1 after the barrier.

Thread 2 after the barrier.

main() reporting that all 2 threads have terminated

III- Some useful comments about Project II:

A - queue.c

· It is better to have a dynamically resizable data structure. This should be easy for you to completely implement with singly linked list. (refer back to the data structure course to refresh your memory on how to do that- HOWEVER, WE WILL GIVE SOME HINTS)
· Define a NODE structure. For instance:
      typedef struct node{


  any_t data;


  struct node *next;

     }*node_t;

· Each node contains its own data and a pointer to the next node.

· Define a thread queue that consists of nodes. For instance:
      typedef struct thread_queue{


  node_t head;


  node_t tail;

      }*thread_queue_t;
· Provide a method to create a node. For instance:
      node_t create_node(any_t item, node_t next_node)

      {


  node_t newnode = (node_t) malloc(sizeof(struct node));


  if (newnode != NULL){



newnode -> data = item;



newnode -> next = next_node;


  }

        return newnode;

      }
· Queue_new():

· allocate space for a new queue.

· Set head and tail to null.

· The remaining methods are supposed to be easy. We guess that you already implemented a kind of this data structure in the data structure course.

B - minithread.c

· Define a global thread_id variable that you increment each time you create a minithread.

· Define a thread control queue.

· Define a stack, id, and status for a minithread. For instance, you may have a structure similar to this:

     struct minithread{


  stack_pointer_t *base;


  stack_pointer_t *stack_pt;


  int id;


  int status;

      };

The stack allocation is already implemented for you in the machineprimitives.c file. 

· minithread_fork():

· Create a minithread. (call method minithread_create())

· Start the thread (schedule it; call method minithread_start()).

· Minithread_create():

· Allocate memory for the minithread.

· Allocate the stack of this created minithread (call minithread_allocate_stack() from machineprimitives.h)

· Initialize the stack.

· Assign an id to the minithread.

· Specify the status.

· Minithread_start():
· specify the status of the minithread to be ready to run.

· Enqueue the minithread in the queue.

· Minithread_stop():

· dequeue the minithread from the control queue.

· Change the status.

· Grab the next minithread.

· Change the status of the next minithread to be in the running state. Don’t care about probabilities of threads. Just grab the next thread in the control queue.

· Perform the switch between the dead thread and the new thread. Switch is already defined for you in the architecture assembly file. You don’t have to worry about the implementation. However, what happens is the following:
 extern void minithread_switch(stack_pointer_t *old_thread_sp,

                  stack_pointer_t *new_thread_sp);

                                          + the caller’s state is saved on the stack.




      + the stack pointer is saved in the location pointed to by




          old_thread_sp.




      + the processor’s stack pointer is replaced with the value  




         pointed by the new_thread_sp.




      + the rest of the machine registers that were saved on the new    thread’s stack previously are reloaded and the new thread is resumed from where it left off. (look in the machineprimitives_arm.S file for the implementation)

· Minithread_yield():
· dequeue the next minithread from the thread control queue.

· Append the current one in the thread control queue.

· Switch between both.

After implementing these you should be able to run test1.c and test2.c
