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Abstract Alternatively, Fabius [Leone & Lee 96],empo [Consel & No'l

) ) o 96], and our previous system [Auslander et al. 96] take a declarative
We pl’esent the deSIgn Of DyC, a dynam|C'COmp|Iat|On SyStem fOI’ Capproach’ emp|0ying user annotations to guide dynamic
based on run-time Specialization. Directed by a few declarative Uselcomp”ationl Fabius uses function Currying, in a pure|y functional
annotations that specify the variables and code on which dynamicsypset of ML; Empo uses function-level annotations, annotations
compilation should take place, a binding-time analysis computesgn global variables and structure types, and alias analysis on
the set of run-time constants at each program point in the annotateprograms  written in  C; and our previous system uses
procedurecontrol-Bow graph; the analysis supports program- jntraprocedural annotations, also in C. Each of these declarative
pOInt-SpeCIDC p0|yvarlant d|V|S|0n and SpeCIallzatlon. The analySIS approaches adapts ideas from partia| eva|uation’ expressing
results guide the construction of a specialized run-time specializergynamic compilation as run-time fdine specialization (i.e.,
for each dynamically compiled region; the specializer supports compile-time binding-time analysis and run-time specialization),
various caching strategies for managing dynamically generatedyhere static values correspond to run-time state for which
dynamic branch successors. Most of the key cost/benebt tifade-of advantages of an easier interface to dynamic compilation for the
in the binding-time analysis and the run-time specializer are openprogrammer (since dynamic optimizations are derived from the
to user control through declarative policy annotations. annotations automaticallyather than being programmed by hand)
Our design has been implemented in the context of an existinga“d eas_ier program undgrstanding and debugging (since declarative
optimizing compiler and initial results are promising. The annotations can be designed to avofeaing the meaning of the
annotations appear to haverscient expressiveness, the speedups Underlying programs). Howeyedeclarative systems usuallyfef
we have obtained are good, and the dynamic-compilation overhead€SS expressiveness and control over the dynamic compilation
is among the lowest of any dynamic-compilation system. PrOCESS than imperative systems.
Moreover we have demonstrated DyCability to dynamically ~ We have developed a new declarative annotation language and
compile lager applications than has been achieved with other underlying run-time specialization primitives that are more

dynamic-compilation systems. expressive, Rexible, and controllable than previous annotation-
based systems, but are still easy to use. Our system, Bgi&d
1 Intr oduction supports the following features:
¥ program-point-specibc rather than function-level specializa-

Dynamic compilation dérs the potential for increased program
performance by delaying some parts of program compilation until ) o .
run time, and then exploiting run-time state to generate code that is ¥ Support for both polyvariant specialization and polyvariant
specialized to actual run-time behavidhe principal challenge in division' (both of which have practical utility), with the degree
dynamic compilation is achieving high-quality dynamically of specialization for dferent variables under programmer
generated code at low run-time cost, since the time to perform run- ~ control,

time compilation and optimization must be recovered before any ¥ intra- and interprocedural specialization, with caller and callee
benebt from dynamic compilation can be obtained. Consequently separately compilable,

a key design issue in developing afeefive dynamic compilation
system is the method for determining where, when, and on what
run-time state to apply dynamic compilation. Ideatihe compiler

tion,

¥ arbitrarily nested and overlapping regions of dynamically
generated code,

would make these decisions automaticady in other compiler ¥ automatic caching, reuse, and reclamation of dynamically
optimizations; howeverthis ideal is beyond the current state-of- generated code, with cache policies under programmer control,
the-art for general-purpose programs. ¥ automatic interleaving of specialization and dynamic execution

Instead, current dynamic compilation systems rely on some formof ~ {0 a@void unbounded static specialization for terminating
programmer direction to indicate where dynamic compilation ~ Programs, with the exact tradetobetween speculative
should be applied. “C [Engler et al. 96, Poletto et al. 97] and its specialization and demand-driven specialization under
predecessodcg [Engler & Proebsting 94] take a procedural programmer control,

approach to user direction, requiring the user to write programs that
explicitly manipulate, compose, and compile program fragments at” Polyvariant division allows the same program point to be analyzed for
run time. These systemsfaf great Rexibility and control to the different combinations of variables being treated as static, and polyvariant

programmerbut at the cost of signibcant programméorgfand specialization allows multiple compiled versions of a division to be
debugging dibculty produced, each specialized for different values of the static variables.




¥ automatic interleaving of specialization and dynamic execution void interp_program(int bytecodes[], int arg) {

to delay specialization of some code until the appropriate run- )

time values have been computed, and

¥ run-time optimizations, including constant propagation,
constant folding, strength reduction, conditional branch folding
and dead code elimination, loop unrolling and geesplitting,
and procedure call specialization.

We have implemented our design within the optimizing MultiZow
[Lowney et al. 93] compilerand have achieved promising Prst
results. V& found the annotations to be Baiently expressive for

the applications we have studied so Faor these applications, DyC
yielded good speedups with overhead that is among the lowest o
any dynamic-compilation system. Moreovave were able to
dynamically compile a lger application than has been achieved
with other dynamic-compilation systems. Improving DyCO
handling of static and partially static data structures remains an
important challenge, however

The next section illustrates many of DgQfpabilities using an
annotated bytecode interpreter example. Section 3 describes ou
run-time specializer and its capabilities. Sections 4 through 6
present our annotation language, our analysis to compute program
point-specibc information, and our approach to producing an
(optimized) run-time specializer from the program-point-specibc
information, respectivel\Section 7 describes our experiences with
the system, section 8 compares DyC to related work, and section ¢
concludes with our plans for future work.

2 Example

Figure 1 presents a simple interpreter like those for the Smalltalk }

and Java virtual machines [Goldge% Robson 83, Lindholm &
Yellin 97] or themipsi simulator [Sirer 93]. W will use this
example to explain DyG®@apabilities, to illustrate the conciseness
of the annotations, and to demonstrate the steps indjy@@mic-
compilation process. In boldface are the annotations we added tc
turn the interpreter into a run-time compijlée. a program that

printf(O%d\nO, interp_fn(bytecodes, 0, arg));

int interp_fn(int bytecodes][], int pc, int arg) {

unsigned int inst, rs, rt, rd, offset, reg[32];
make_static(bytecodes,pc:
promote_one_unchecked,eager);
/I bytecodes,pc promoted
reg[ 1] = arg;
for (;;){ // pc discordant at loop head merge
inst = bytecodes @pc++];
rs = R1(inst); rt = R2(inst); rd = R3(inst);
offset = IMMEDIATE(inst);

switch(OPCODE(inst)) {
case LI: /l'load immediate value
reg[ rt ]= offset; continue;
case MUL:
reg[ rd] = (int) reg[ rs ] * (int) reg[ rt];
continue;
case SUBI:
reg[ rt ]=(int) reg[ rs]- offset
continue;
case IF_GOTO:
if (reg[ rs]==reg[ rt])
pc += offset; /I pc discordant
continue;
case GOTO:
pc = offset; continue;
case COMPUTED_GOTO:
pc =reg[ rs]; continue; /I pc promoted
case RET:

return reg[31];

Figure 1: Simple Bytecode Interpeter

int count[N];

#define threshold ...
specialize interp_fn(bytecodes, pc, arg)

on (bytecodes, pc);

produces at run time an interpreter that is specialized for the intinterp_fn(int bytecodes[], int pc, int arg) {

particular array of bytecodes.

Note that while the interpreter appears simple, its successful
dynamic compilation requires most of DgC®atures, many of
which are unique to DyC. The example is representative of the
structure of a laye class of interpreters and simulators that loop
over run-time-constant arrays of operations, dispatching on the type
of operation.

2.1 Basic Functionality

The main control annotation imake_static , whose agument

list of variables the system treatsras-time constantsvhen run-
time execution reaches that point. By default, DyC will apply
interprocedural polyvariant division and specialization as needed
on all control-Bow paths downstream of theake_static
annotation, until the variables go out of sc*op'le order to preserve

unsigned intinst, rs, rt,rd,offset,reg[32],callee;
if (++count[pc] >= threshold) {
make_static(bytecodes, pc);
}else {
make_dynamic(bytecodes, pc);

reg[ 1] = arg;
for (;;){ // pc discordant at loop head merge
... lIsame as above

switch ( OPCODE(inst) ) {
... llsame as above
case GOSUB:
callee = offset + pc++;
reg[ rd]=
interp_fn(  bytecodes , callee ,reg[ rs]);
break;

}
}

the run-time constant bindings of each annotated variable. For Figure 2: Interprocedural and Conditional Specialization

example, the variablpc is annotated as static. DyC specializes
code so that, at each program point in the specialized podeil
have a known run-time constant value. The incremenis @f the

switch  body do not cause problems, since the value of a run-time | .

constant after an increment is also a run-time constant. The loog
head at the top of tHer loop requires additional work: DyC will
automatically produce a separate specialized version of the loof
body for each distinct value gic at the loop head, in feict

* DyC currently does not continue specialization upwards past return
statements, so specialization stops at the end of each function.

#ri=1

#r2=0

#ifrl ==r2 goto L1
#r31=r31*rl

LIr31, #1

LI r2, #0
IF_GOTO r1,r2, L1
MUL r31, r1, r31

SUBI r1,r1,#1 #rl=rl1-1
GOTO LO # goto LO
. RET # return result in r31

Figure 3: Factorial Interpreter Program



unrolling the loop fully (In Figure 1, we have written all run-time  Because DyC performs specialization at run time rather than at
constant operations in italics.) compile time, we have the option of choosing when to specialize
control-Bow paths ahead of actually reaching them during normal
program execution. Aggressigpeculativespecialization has the
lowest cost, assuming that all specialized paths will eventually be
taken at run time. Howevgeit incurs the cost of specializing any
path not executed, and can lead to non-termination in the presence
of loops or recursion. Alternativeldemand-driverspecialization

only specializes code that debnitely will be executed at run time.
This is typically done by suspending specialization at each
successor of a dynamic (non-run-time-constant) branch in the
program being specialized, and resuming only when that successor

The IF_GOTO bytecode conditionally rebinds the value pxf, is actually taken. This strategy avoids non-termination problems
based on the run-time variable outcome of a previous test. At theand unneeded specialization, but incurs the cost of suspension and
meme after thef , pc may hold one of two possible run-time resumption. DyC allows the programmer to specify policies to
constant values, depending on whitharm was selected. &\tall control speculative specialization; the default introduces
memges such as this one, which havdetint incoming values of ~ suspension points at each specializable loop head.

run-time constantspecializable mee points By default, because . S
pc is annotated amake_static , DyC will apply polyvariant 2.2 Interpr ocedural and Conditional Specialization

specialization to the mge and all downstream code, potentially Figure 2 extends the simple single-procedure interpreter to support
making two copies of the nge and its successors, one for each interpreting programs made up of multiple procedures. It also
run-time constant value gic. The loop head is another such jllustrates several other of Dy&Eapabilities, in particulahow it
specializable mee point, which enables the loop to be unrolled as exploits polyvariant division to support conditional specialization,

described above. Thus, for an input program that contains a tree 0and annotations that support interprocedural specialization.
IF_GOTO bytecodes, this specialization will produce a tree of

unrolled interpreter loop iterations, rel3ecting the expected structure
of a compiled version of the input programe\8&ll the ability to
perform more than simple linear unrollings of loopglti-way loop

The @symbol annotates the contents of biy¢ecodes array as
static, implying that the contents of a referenced, run-time-constant
memory location is a run-time-constanthis enables DyC to
constant-fold theswitch  branch within each iteration (since
bytecodes , pc and the loaded bytecode are all run-time
constants), selecting just ocase arm and eliminating the others

as dead code. The code that manipulbtdscodes andpc is

also eliminated as dead, once the variables® interpretation overhe:i
is constant-folded away

In the modibednterp_fn routine, acount array associates
with eachpc that corresponds to a function entry point the number
of times that function has been invoked. In order to apply dynamic

unrolling. DyC allows the programmer to specify less aggressive compilation only to heavily used functions, the programmer has

specialization policies for static variables, to provide Pner control Made the originalmake_static  annotation from Figure 1
over the trade-6 between cost and benebt of run-time conditional- specialization occurs only when the invocation count
specialization. of some interpreted procedure reaches a threshold. At trge mer

after theif , bytecodes andpc are static along one predecessor
At each of thesespecializable mee points by default DyC but dynamic along the othdBy default, DyC applies polyvariant
maintains a cache of all previously specialized versions, indexed bydivision to produce two separate versions of the remainder of the
the values of the static variables at the geepoint. When a body ofinterp_fn . In one the two variables are static and lead
specializable mee point is encountered during run-time to run-time specialization, as in Figure 1. In the other they are
specialization, DyC examines the cache to see whether a version cdynamic, and no run-time specialization takes place; the input is
the code has already been produced, and, if so, reuses it. In thinterpreted normallyat no extra run-time cost.

interpreter example, the cache checks at the loop hearhave

the efect of connecting backward-branching bytecodes directly to
previously generated iterations, forming loops in the specialized
code. Similarly the cache checks allow iterations to be shared, if
the input interpreted program contains other control-Bowgener
points. DyC allows the programmer to specify alternative caching
policies or even that no caching be used, to provide Pner control tc
the programmer over this potentially expensive primitive.

The specialize annotation directs the compiler to produce an
alternate entry point to thiaterp_fn procedure that is used
when its Prst two parameters are run-time constants. At
interp_fn call sites, where the corresponding actugliarents

are static, a specialized versioniatferp_fn is produced (and
cached for later reuse) for the run-time constant values of the actual
arguments. The body of the specializaterp_fn is compiled

as if its formal parameters were annotatednake_static  at

The COMPUTED_GOTiytecode, which represents a computed entry. (The callee procedure and each of its call sites can be
jump, assigns a dynamic expressionpo. By default, DyC compiled separatelygiven aspecialize annotation in the
suspends program specialization when the bytecode is encountereshared header ble.) This specialization has thectefof

and then resumes specialization when execution of the specializestreamlining the calling sequence for specialig@BSUBytecodes
code reaches this point and assigosits actual value. As with  to specialized callees: neithgytecodes norpc will be passed
specializable mge points, each suadynamic-to-static grmotion in the specialized call, and the specialized interpreter for thettar
point has an associated cache of specialized versions, indexed bfunction (i.e., the compiled code for thegar function) will be

the values of the promoted variables. The specializer consults thisinvoked directly If the callee function is not yet heavily executed,
cache to see whether a previous version can be reused or a nethen after entry thenake_dynamic annotation will turn df
version must be producedigain, programmesupplied policies specialization for that input procedure; all bodies of infrequently
support bPner control over the aggressiveness of dynamic-to-statiexecuted procedures will branch to the same precompiled (and
promotion and the caching scheme to be used at promotion pointsunspecialized) version of the interpreter

x . : _ _ 2.3 A Compiling Interpr eter
DyC currently does no automatic alias or side-effect analysis, unlike some

other systems, so these annotations are necessary to achieve the desirFigure 3 presents a program input for the bytecode interpféter

effect. program computes the factorial of its input, which is assumed to be
Eachmake_static ~ annotation is also a dynamic-to-static promotion in registerrl . Figure 4 illustrates the code produced when the

point, with an associated cache of versions specialized ferefit run- dynamically compiling interpreter executes the factorial bytecode
time values of the newly static variables. program. Although the actual code produced at run time is



Idg r24, 440(sp)
ldl  r18, 416(sp)
stl  rl8, 4(r24)
fnop

# reg[1] = arg

Specialize(unit:Unit,

context:Context,
_ backpatch_addr:Addr):Addr {
/* see if weOve already specialized this unit for
this particular context */
(found:bool, start_addr:Addr) :=

Idq r24, 440(sp) #LI1r31,1 CacheLookup(unit, context);

lda r27, 124(zero) if not found then

lda  r25, 1(zero) /* need to produce & cache the specialization */

addq r24, r27, r27 (start_addr,

st r25, 0(r27) edge_contexts:List<Context>,
edge_addrs:List<Addr>) :=

Ida r27, 8(zero) #LIr2,0 unit.ReduceAndResidualize(context);

Ida r25, 0(zero)
addq r24, r27, r27
st 125, 0(r27)

CacheStore(unit, context, start_addr);
/* see how to handle each successor of the
specialized unit */
foreach edge:UnitEdge,
edge_context:Context,

LO: Idl  r27, 8(r24) #IF_GOTO~rl1,r2, L1 -
Idl 125, 4(r24) __ edge_addr:Addr
cmped ra7. 125, 125 in unit.edges, edge_contexts, edge_addrs do
b p q25 Lﬁl ! if edge.eager_specialize then
ne reo, I* eagerly specialize the successor now */
S iali dge.t t it,
ldl - r27, 4(r24) #MUL 131, r1, r31 pecialize(e ggdgggecgﬁgxt,
IdI 25, 124(r24) edge_addr);
mull  r27, r25, r25 else -
st 125, 124(r24) /* lazily specialize the successor by
emitting code to compute the values of
ldl - r27, 4(r24) #SUBIr1,rl, 1 promoted variables and then call the
Ida r27,-1(r27) specializer with the revised context */
st r27, 4(r24) addr:Addr := )
edge.ResolvePromotions(edge_context);
br LO #GOTO LO Backpatch(edge_addr, addr);
patch_addr:Addr :=
L0 12404 #RET then sdge. add slee NULL:
fnqo ’ P Emit(Opc := Specialize("edge.target_unit’,
p promoted_context,
Ida  sp, 544(sp) “patch_addr)O);
ret zero, (ra) Emit(Ojump pcO); -
. . . endif
Figure 4: Dynamically Generated Code for Factorial endfor
endif
_ /*make the predecessor unit branch to this code */
Idi r1, 416(sp) #reg[1] = arg Backpatch(backpatch_addr, start_addr);
lda r2, 1(zero) #LI1r31,1 return start addr:

Ida r3, O(zero) #LI1r2,0 }
LO: cmpeqrl, r3,r25 #IF_GOTOr1,r2, L1

bne r25, L1 Figure 6: Run-Time Specializey Part |

mull rl, r2, r2 #MUL r31, r1, r31

Il;’ral_rol’ -1(rL) ##Ség'.g’l_gl’ 1 run-time constant, and all loads and stores can be rewritten as direct
L1:  orr2, zero, r0 #RET references to the corresponding registers. Figure 5 shows the result

Idq ra, 128(sp) of applying register actions to the dynamically compiled factorial

fnop program.

Idasp, 544(sp)
retzero, (ra), 1 3 Run-Time Specializer

In this section we describe our run-time specializater sections
present our annotation language and describe how annotated
executable machine code, we have presented it in assemblprograms get translated into statically compiled code and run-time
language for readability specializers. Figures 6, 7, and 8 sketch our specializer

The structure of the run-time-generated code ref3ects the structurQOur run-time specializer is an adaptation of the strategy for
of the bytecode program used as input to the interpiEtercode polyvariant program-point specialization of a Bow chart language
contains a conditional branch as a result of multi-way unrolling the described by Jones, Gomard, and Sestoft [Jones et al. 93]. The main
interpreter loop beyond th-_GOTO bytecode. Following the process produces specialized code fania(a generalization of a
specialization of theGOTObytecode, a backward branch is basic block that has a single entry but possibly multiple exits),
generated to the cached specialized loop iteration corresponding tgiven itscontext(the run-time values of the static variables on entry
the labelLO, creating a loop in the run-time-generated code. to the unit). The static compiler is responsible for breaking up
Since Figure 4 is obtained by straightforward specialization of the dynamically compiled regions of the input program into units of
interpretey each reference to a virtual register in the interpreter SPecialization, producing the static data structures and code that
results in a load to or a store from the array that implements thedescribe units and their connectivignd generating the initial calls
registers. Better code could be generated by addiigter actions ~ © the Specialize  function at the entries to dynamically

to DyC [Auslander et al. 96]. Register actions permit memory Compiled code.

locations to be assigned registers through pre-planned localTheSpecialize  function Pbrst consults a cache to see if code for
transformations. In this case, elements of the register, aegy the unit and entry context has already been produced (using the
can be allocated to registers, because et into the array are  unit® caching policy to customize the cache lookup process), and,

Figure 5: Generated Code After Register Actions



CacheLookup(unit:Unit, context:Context) type Context = Tuple<Value>;
:(found:bool, start_addr:Addr) { class Unit {

if CacheAllUnchecked I unit.cache_policies then id:int,
/* always produce a new specialization */ cache_policies:Tuple<CachePolicy>;
return (false, NULL); edges:List<UnitEdge>;

else ReduceAndResidualize(context:Context)
/* first index on CacheAll values */ ‘(start_addr:Addr,
let cache_alls := out_contexts:List<Context>,

elements of context  with CacheAll policy; edge_addrs:List<Addr>);

(found, sub_cache) := * Take the the values of the static vars and

cache.lookup(unit.id, cache_alls);
if not found then return (false, NULL);
* then index on CacheOne values
in nested cache */
let cache_ones :=
elements of context  with CacheOne policy;

produce specialized code for the unit.
Return the address of the start of the unitOs
specialized code and, for each successor unit,
the new values of the static variables at that
edge and the address of the exit point in the
specialized code for the unit */

(found, start_addr) :=
sub_cache.lookup(cache_ones);
* no need to index on CacheOneUnchecked */ target_unit:Unit;
return (found, start_addr); eager_specialize:bool;
endif one_time_lazy:bool;
ResolvePromotions(context:Context):Addr;
/* Generate code to extract the current run-time
values of any static variables being promoted
at this edge, updating the input

}
class UnitEdge {

CacheStore(unit:Unit, context:Context,
start_addr:Addr):void {
if CacheAllUnchecked | unit.cache_policies then

/* donOt store it, since we wonOt reuse it */

else

[* first index on CacheAll values */
let cache_alls :=

context and leaving the result in the
Opromoted_contextO run-time variable.
Return the address of the start of the
generated code. */

elements of context  with CacheAll policy;
(found, sub_cache) :=

cache.lookup(unit.id, cache_alls);
if not found then

enum CachePolicy {
CacheAll, CacheAllUnchecked,
CacheOne, CacheOneUnchecked

sub_cache := new SubCache; }
cache.add(unit.id, cache_alls, sub_cache); ] o
endif Figure 8: Run-Time Specializey Part Ill:

* then index on CacheOne values
in nested cache */
let cache_ones :=
elements of context with CacheOne policy;
/* store the new specialization in the cache,

Data Structures

to-static promotions (such as lazy branch successors implementing

replacing any there previously */ demand-driven specialization; see section 6.1) are dynamically

sub_cache.replace(cache_ones, start_addr); overwritten to be direct jumps to the dynamically generated code
endif for the taget unit.

}
Backpatch(source:Addr, target:Addr):void {
[* if source != NULL, then backpatch the branch
instruction at source to jump to target */

The caching structure for units is one of the chief points of
Rexibility in DyC. Each of the variables in the context has an

associated policy QacheAllunchecked , CacheAll ,
Emit(instruction:Code) { CacheOne, and CacheOneUnchecked , listed in decreasing
/* append a single instruction to the current order of specialization aggressiveness), derived from user

code-generation point */ annotations and static analysBacheAllUnchecked  variables

are considered to be rapidly changing and their values unlikely to
recur, so that there is no value in checking and maintaining a cache
of specializations to enable code sharing or reuse; each time the unit
is specialized, a new version of code is produced, used, and either
. L o .~ connected directly to the preceding coddrothe case of dynamic-
if so, reuses the existing specialization. If not, the sInitO 4 gtatic promotions, thrown awaljor CacheAll  variables, the
ReduceAndResidualize ~ function is invoked to produce code gy stem caches one version for each combination of their values for
for the unit that is specialized to the input context. The updated yoiential future reuse, assuming that previous combinations are
values of the context at program points that correspond to unit exitSjiely to recur For CacheOne variables, only one specialized
is returned. The specialized code is added to the cache (agai\ersion is maintained, for the current values of those variables. If
customized by the un#t©aching policy). the values of any of the variables change, the previously specialized
Finally, the specializer determines how to process each of the exitscode is dropped from the cache, assuming that that combination of
of a specialized unit. Each exit edge can eithezdmer in which values is not likely to recufhe values o€acheOneUnchecked
case the successor unit is specialized right aerdgzy, indicating variables are invariants or are pure functions of other non-
that specialization should be suspended until run-time executionCacheOneUnchecked variables, so the redundant cache checks
reaches that edge; lazy edges are implemented by generating stifor those variables are suppressed.
code that will call back into the specializer when the edge is
executed. Points of dynamic-to-static promotion always correspond
:g lazy edgges bet\_/\':_een unllts, h_ert'e (t:r?de IS tgertwira;ted t_hat ‘l’(\{'” 'Thecthe system skips cache lookups and stores. Otherwise, it performs a
€ promoted run-time values into the context betore invoking eIookup in an unbounded-sized cache based onCeneheAll
specializer variables (if any); if this is successful, it is followed by a lookup in
To achieve the one-time suspension and resumption ofthe resulting single-entry cache based ortheheOne variables,
specialization, calls to th®pecialize  function that correspond  which, if successful, returns the address for the appropriate
to lazy edges bearing no change in cache context and no dynamicspecialized codeCacheOneUnchecked variables are ignored

Figure 7: Run-Time Specializey Part II:
Helper Functions

Our run-time caching system supports mixes of these cache
policies. If any variable in the context@acheAllUnchecked



during cache lookup. If all variables have

the caching policies, and the laziness policies. The semantics of these

CacheOneUnchecked policy, then a single version of the code policies is described inable 1, with the default policy in each
category in bold. Annotations in italics are unsafe; their use can

is cached with no cache key

Since invoking the specializer is a source of overhead for run-time

specialization, DyC performs a number of optimizations of this Policy Description
general structure, principally by producing a specialized version of| poly_divide perform polyvariant division
the Specialize function (essentially a specialized dynamic [yono divide perform monovariant division
compiler) for each unit. Section 6 describes these optimizations ir VR e Ty )
more detail. Also, a small modibcation to the caching mechanism| P°Y-SP \[/)vithind zar):ﬁic o ionF')s © ecializatior:gis s
is required to implement the one-time suspension and resumptio ol vari)z:mt at rogwotion points) y
of specialization at lazy branch successors. poly P P
mono_specialize perform monovariant specialization at ipes
4 Annotations auto_promote automatically insert a dynamic-to-static promp-
. . o . . . tion when the annotated static variable is pogsi-
Given the taget run-time specializer described in the previous bly assigned a dynamic value
section, we now present the programuwisible annotation manual oromot pe— Tomotions onlv al expiici
language (in this section) and then the analyses to construct the rur] Ma"ua'_promote 'maﬁeug;tﬁ’co c;:]on;;m:’]: explict
time specializer based on the annotations (in sections 5 and 6 — : _
Appendix A specibes the syntax of our annotations, expressed a| cache_all specialize at mees, assuming that the context is
extensions to the standard C grammar rules [Kernighan & Ritchie| —_unchecked different than any previous or subsequent spe-
88l. cialization
|
. . cache_all cache each specialized version atgesr
4.1 make_static and make_dynamic = . -
- -0y cache_one cache only the latest version at ges, throwing
The basic_ annotations that dri\_/e run-time s_pecialization are away the previous version if context changes
make_static  and make_dynamic . make_static  takes a cache_one cache one version, and assume the context i the
list of variables, each of which is treated as a run-time constant a unchecked same for all future executions of this iger
all subsequent program points until reaching either a f— — e - — —ih
make_dynamic annotation that lists the variable or the end of the promote_a specialize at promotion points, assuming thafjthe
variable®scope (which acts as an impliciake_dynamic ). We ~unchecked promoted value is dirent than any previous or
call the region of code betweemake_static ~ for a variable and subsequent specialization _
the corresponding (explicit or implicitmake_dynamic a promote_all caghe all specialized versions at promotion
dynamic specialization egion or dynamic egion for short. points
Because the placement wiake_static  andmake_dynamic promote_one cache only the latest version at promotion pojnts
annotations is arbitraryhe dynamic region for a variable can have promote_one cache one version, and assume the promotef
mu!t'glle entry pg'ms (Itf Sep"’)‘ram(?ke—lf_talt'c _tannoiat'%nz fora . _unchecked value is the same for all future executions of this
variable mege downstream) and multiple exit points. ynamic romotion
region can be nested inside or overlap with dynamic regions for | s = TR ey ———
other variables, as in the following graph fragment (static variables| %Y suspend specialization at afl dynamic branchs,
shown in boldface): avoiding all speculative code generation
specialize_lazy suspend specialization at all dynamic branch
make_static(x); make_static(x); successors dominating specializablegeer
X,Y... X,y points and specializable call sites, avoiding spec-
\Tﬂ/ ulative specialization of multiple versions of
make_Static(y): code after megyes
o XY loop_specialize suspend specialization at all dynamic branch
_lazy successors dominating specializable loop head
make_dynamic(x); make_dynamic(y); merge points and specializable call sites, allop-
WXy Yo o XY ing speculative specialization except where it
mil;e_dynamlc(y); m)a(ll;e_dynamlc(x); might be unbounded
e e eager eagerly specialize successors of branches,
This Rexibility for dynamic regions is one major fdience assuming th.at no ”nbounde.d Spec'al'z.at'o.n i
between DyC and other dynamic-compilation systems. result, allowing full speculative specialization

A convenient syntactic sugar for a nested dynamic region is
make_static  followed by a compound statement enclosed in
braces, for instance

make_static(x, y) {
}

This placesnake_dynamic annotations for the listed variables at
each of the exits of the compound statement.

4.2 Policies

Each variable listed in make_static  annotation can have an
associated list of policies. These policies control the aggressivenes
of specialization, division, and dynamic-to-static promotion, the

Table 1: Policies

lead to changes in observable program behavior or non-termination
of specialization, if their stated assumptions about program

behavior are violated. All of our default policies are safe, so the

novice programmer need not worry about simple uses of run-time
specialization. Unsafe policies are included for sophisticated users
who wish to have bner control over dynamic compilation for better

performance.

Our policies currently support either caches of size one or caches of
unbounded size. It is reasonable to wish for caching policies that
take an gument indicating the desired cache size. However



bounded multiple-entry caches necessitate a non-trivial cacheas a component of our system; even so, there may still be a need for
replacement policy over which we would want to fefr explicit programmer annotations to provide information that the
programmer control. More generallwe might wish to provide automatic analysis is unable to deduce. Other dynamic compilation
programmers with direct access to the various caches that the runsystems either include an analysis that operates only within a
time specializer maintains. &\lleave the design of such interfaces module and rely on programmer annotations to describefdasef

to future work. of rest of the program €Mmpo), disallow side-&cts entirely

The polyvariant vs. monovariant specialization policy controls (Fabius), or rely on the programmer to perform only legal
whether mege points should be specialized forfeiient values of ~ OPtimizations (*C).

a variable Bowing in along dérent mege predecessors. IN  |nstead of, or in addition to, providing annotations at individual
contrast, promotion points suchraake_static  always perform  gereference operations, we could provide higéeel annotations
polyvar'iant specialization of the promoted value, beginning at the of static vs. dynamic components along with variable or type
promotion point. declarations. For example, the variapleould be declared with a
4.3 Partially Static Data Structures type such asconstant* rat_her tharj*, to indicate that qll
dereferences would result in run-time constant values; the
Another common idiom is to perform a memory reference pytecodes array in the initial example in Figure 1 could be
operation (reading a variable, dereferencing a pointeindexing declared asonstant int bytecodes[] to indicate that its
an array) whose result is intended to be a run-time constant. Thiscontents were run-time constants, thereby eliminating the need for
occurs, for example, when manipulating a (perhaps partially) staticthe @prebx annotation on thgtecodes array index expression.
data structure. By default, the result of a load operation is not a run-Tempo follows this sort of approach, at least for beldsroft

time constant, even if its address is a run-time constantnfdrm types. This syntactic sugar may be a worthwhile addition to DyC.
our system that the loaded result should be treated as a run-tim
constant, the following code can be written: 4.4 Interpr ocedural Annotations
make_static(t); . S . I
t=*p; . Run-time specialization normally applies within the body of a
o Ix later uses of t are specialized for t Os value */.. single procedure: calls to a proced@drom within a dynamic

This will introduce an automatic promotion and associated cacheregion or specialized function all branch to the same unspecialized
check at each execution of the load. If the programmer knows thaiversion ofP. P itself may have another specialized region in its
the result of the dereference will always be the same for a particulaibody; but this break in the specialization will cause all thiecéht
run-time constant address, the programmer can use thespecialized calls d? to mege together at the entry Ryonly to be

promote_one_unchecked  annotation:; split back apart again by the cache checks atrthke_static
make_static(t:promote_one_unchecked); annotati_on_ iPG bodyTo_ avoid this overhegd, calls can _themselv_es
t="p; . be specialized, branching to correspondingly specialized versions
.l later uses of t are specialized for t Odirst value */ ... of the callee procedure, thereby extending dynamic regions across

However the semantics of this annotation still delays specialization procedure boundaries.
until program execution reaches the dereference point the brst time
To avoid any run-time overhead in the specialized code for this
dereference, the programmer must state that the load instructior
itself is a static computation, returning a run-time constant result if
its agument address is a run-time constant. In our annotation
language, a memory-reference operation can be prebxed wi@ the

symbol, indicating that the associated memory load should be done
at specialization time, assuming the pointer or array is static at thal
point. The programmer can use a static dereference in this example
as follows:

make_static(p);

The specialize annotation names a procedure with a given
number of aguments and provides a list of divisions for the
procedure. Each division lists a non-empty subset of the formal
parameters of the procedure that will be treated as run-time
constants; a division can specify the same policies for listed
variables as make_static  annotation. As described in section

6, for each division, Dy@Ostatic compiler produces a code-
generation procedure (i.e., a generating extension) for that division
that takes the static formals ag@mnents and, when invoked on
their run-time values, produces a specialized residual procedure
that takes the remainingguments of the original procedure (if
t= @ p; any), in classical partial-evaluation style.

.= later uses of t are specialized for t Os value L e . .
at specialization ti‘r)ne X At each call site in a specialized region to a proce&undth an

associatedspecialize annotation, DyC will search for the
division specibed foP that most closely matchethe division of
actual aguments at the call site (favoring divisions listed earlier in
PG specialize annotation in case of ties). If one is found, the
static compiler produces code that, when specializing the call site at
run time, (1) invokes the generating extension for the selected
division of P, passing the necessary run-time constagiraents,

and (2) generates code that will invoke the resulting specialized
version forP, passing any remainingguments. Thus, when the
tspecialized call is eventually executed, the call will branch directly
to the specialized callee and pass only the run-time variable
arguments. If no division specibed fBmatches the call, then the
general unspecialized versionPfs called. Calls td outside any
dynamic region continue to invoke the unspecialized versiéh of

The @ prebx is a potentially unsafe programmer assertion.
Alternatively, we could attempt to perform alias and sidef
analysis to determine automatically which parts of data structures
are run-time constants. Unfortunateétys extremely challenging to
produce a safe yetfettive alias and sidefetct analysis for this
task, because the analysis would have to reason about aliasin
relationships over the whole program (not just within dynamic
regions) and also about the temporal order of executionfefefiit
parts of the program (e.g., siddeets that occur when constructing
the run-time data structures before the dynamic region is brs
entered should be ignored). Soundedive interprocedural alias
analysis for lowetevel languages like C is an open problem and
the subject of ongoing researchif$@n & Lam 95, Steensgaard
96], and so we do not attempt to solve the full problem as part of
our dynamic compilation system; our current system includes only
simple, local information, such as that local variables that have not" The most closely matching division is the one with the greatest number of
had their addresses taken are not aliases of any other expressio formal parameters an_notated as static co_rresponding to static actual
When efective alias analyses are developed, we can include them arguments and no static formals corresponding to dynamic actuals.




The callee procedure and any call sites can be compiled separatelDomains:

All that they need to agree on is thpecialize annotation, BTA © Division ® DivisionInfo
which typically is put next to the procedwsestern declaration

in a header ble. Since call boundaries across which specializatior
should take place are explicitly identiPed by the programwer o -
avoid the interprocedural analysis that would be required to identify Pivision ® Var ® Policies

(and propagate run-time-constants through) specializable callees. Var ° finite set of all variables in scope of procedure being compiled

The constant  prebx to thespecialize annotation is an  Policies ° DivisionPolicy * SpecializationPolicy -

DivisionInfo © StaticVarinfo = Promotions ~ DiscordantVars *
Demotions

(unsafe) assertion by the programmer that the annotated procedur PromOIiOHP_O"Cy '_ ’ _ ‘ o
acts like a pure function; in other words, it returns the same result MergeCachingPolicy © PromotionCachingPolicy
given the same guments without looping forevemaking LazinessPolicy

externally observable sidefefts, or generating any exceptions or DivisionPolicy ° {PolyDivision, MonoDivision}

faults. DyC exploits this information by calling a constant function  gpecializtionPolicy © {PolySpecialization, MonoSpecialization}
from call sites whose guments are static at specialization time and
treating its result as a run-time constant, i.e., reducing the call rathe ) )
than specializing or residualizing the call. This behavior femint MergeCachingPolicy © {CacheAllunchecked, CacheAll,

than simply providing a division where all formals are static, since CacheOne, CacheOneUnchecked}
that would leave a zerogument call whose result was a dynamic PromotionCachingPolicy © {CacheAllUnchecked, CacheAll,
value in the specialized code. CacheOne, CacheOneUnchecked}

PromotionPolicy © {AutoPromote, ManualPromote}

We also allow the programmer to prePx individual function calls LazinessPolicy © o

with the @annotation to specify that the result of a function call ~ {Lazy, SpecializeLazy, LoopSpecializeLazy, Eager}
should be treated as a run-time constant if dsi@ents are run- StaticVarinfo © Var ® CachingPolicy ~ SourceRoots
time constants. For instance, to indicate that a call to the cosinecachingPolicy °® {CacheAllUnchecked, CacheAll,

function is a pure function, a programmer could write: CacheOne, CacheOneUnchecked}
make_static(x); SourceRoots ° Pow(Var)
y =cos@(x); o - Promotions © Pow(Var)
/* later uses of y are specialized for y® value . o
at specialization time */ ... Demotions © Pow(Var)
This is a pecall-site version of theonstant —annotation. \& DiscordantVars © Pow(Var)

included this annotation because the programmer may,kioow  LiveVars °© Pow(Var)
example, that particular uses of a function will not generate side ysedvars © Pow(var)
effects, although the function may produce sideat$ in general. MayDefVars © Pow(Var)

5 Analysis of the Annotations Specializations © Proc ® SpecializationInfo
Proc ° finite set of all procedures in scope of function being compiled

SpecializationInfo © IsConstant ~ Divisions
IsConstant °© {Constant, NotConstant}

Given the programmer annotations described in the previous
section, DyC performs dataow analysis akin to binding-time
analysis over each procedweontrol-Bow graph representation to
compute where and how run-time specialization should be Divisions ° Pow(Division)
performed. The output of this analysis is information associated Constraints:

with each program point (formallgach edge between instructions BTALegal(bta:BTA) ©

in the control-Bow graph); the domain of the informatiBiA LegalDivisions(dom(bta)) U
along with some constraints on its form, is specibed in Figure 9. . (d,i)i bta.

This output is used to produce the generating extension which St’aticVars(i)Edom(d) U

invokes the run-time specializexs described in section 6. "I StaticVars().

The analysis computes a set of divisions for each program point. (SourceRoots(v, i)i dom(d) U

Each division maps variables annotated as static by vl dom(d) P

make_static  or specialize to their associated policies at CachingPolicy(StaticVarinfo(i)(v)) =
that program point. Wo divisions are distinct fifthere is some CacheOneUnchecked) U
variable in one division that is annotated with the polyvariant Promotions(i)i dom(d) U

division policy and is either not found (i.e., it is dynamic) or DiscordantVars(i)i PolySpecializationVars(d)

annotated dferently in the other division; divisions that do not | egaiDivisions(ds:Pow(Division)) ©

differ in the policies of any variables annotated with the polyvariant g, 4.i ds. d,=d, U SeparateDivisions(d;,d,)

division policy will be meged together by the analysis. SeparateDivisions(d;:Division, d,:Division) °

For each division the analysis computes the following pieces of PpolyDivisionVars(d;)t PolyDivisionVars(d,) U

information: " vi PolyDivisionVars(d;). dy(v) da(v)

PolyDivisionVars(d:Division) ©

* In our notation® constructs the domain of partial finite maps (sets of ~ {vi dom(d) | DivisionPolicy(d(v)) = PolyDivision }
ordered pairs) from one domain to anotltenn andrange project the PolySpecializationVars(d:Division) ©
first and second elements, respectively, of the ordered pairs in the map
and applying a mapto an element illom(f) returns the corresponding ) T ] )
range element. We use to construct cross-product domains. We write ~ Staticvars(i:Divisioninfo) © dom(StaticVarinfo(i))
D(p) to project from the produgp the element that corresponds to  SourceRoots(v:Var, i:Divisioninfo) ©

{vi dom(d) | SpecializationPolicy(d(v)) = PolySpecialization }

component domaiB, and we writgg[D® v] to compute a new produg©® if v StaticVars(i) then SourceRoots(StaticVarlnfo(i)(v)) else &£
that is likep but whoseD element has value Pow denotes the powerset
domain constructor. Note tha® Bl Pow(A” B). Figure 9: Domains



¥ The analysis computes the set of static variables (run-time Flow graph nodes are generated from the following grammar:

constants) at that program point, including both-asgotated Node ::= OpNode | MergeNode | BranchNode |

static variables (calledoot variables) and any derived static EntryNode | ReturnNode

variables computed (directly or indirectly) from them. The OpNode ::= MakeStaticNode | MakeDynamicNode |
computed set of static variables will be used to determine which ConstNode | MoveNode | UnaryNode | BinaryNode |
computations and operands are static, versus which are LoadNode | StaticLoadNode | StoreNode | CallNode
dynamic. In addition, it is used to index into the run-time  pakesStaticNode  ::= make_static(  Var: Policies)

specialize® caches; consequentthe analysis also computes MakeDynamicNode ::= make_dynamic( Var)
the appropriate caching policy for each static variable. For

h h ConstNode = Var := Const
internal purposes, the analysis tracks the set of annotated run poveNode =Var = Var
time constants from which each static variable was computed, UnaryNode = Var := UnaryOp Var
directly or indirectly as described in subsection 5.3.6. BinaryNode = Var = Var BinaryOp Var
LoadNode »=Var:= * Var
¥ The analysis computes those points that require dynamic-to- giﬁﬁﬁhgﬁﬂmde = ya\‘;;_@\’;\a’f"
static promotions of variables. Non-empty promotion sets = iNode "= Var = Proc(Var, ..., Var)
correspond to promotion points for the listed variables. -
Promotions get inserted afterake_static  annotations for MergeNode = merge( Var, ..., var
non-constant variables and after (potential) assignments of BranchNode u=test Var
dynamic values to variables that are annotated with the auto- EntryNode = enter Proc
promotion policy
ReturnNode “=return Var

¥ The analysis computes those points that requirdehetionof
variables. The set of demoted variables indicates which
previously static variables have become dynamic and need to
be initialized with their last static value by residual assignments 5.2 Prepasses
(calledexplicatorsin [Meyer 91]).

whereVar, Const, UnaryOp, BinaryOp, andProc are terminals
andPolicies is as debned in Figure 9.

Our analyses will need to identify those program points where a
¥ The analysis identibPes which rgerpoints require polyvariant ~ variable may be assigned. Direct assignments as part of an
specialization (callediscodant meges), because at least one  OpNode are clearbut assignments through pointers and as side-

variable that is annotated with the polyvariant specialization effects of calls are more ditult to track. W abstract this may-

policy has potentially diérent depbnitions on dérent mege side-efect analysis problem into a prepass whose output is
predecessors. The set of sdéscodant variabless computed MayDefVars. MayDefVars is a set of variables at each program
at these mge points, and is empty at all other points. point that may be modibed during execution of the previous node

(other than the left-hand-side variable of the node).

Our analyses will work better if they can identify when annotated
and derived run-time constant variables are deadalétract the
result of a live variables analysis into a prepass that computes
LiveVars, the set of live variables at each program poirg.al¢o
compute and abstract a similar analySisedVars, which is the set
of variables at each program point that have an earlier debnition and
a later use (but may temporarily be dead at this pdiivgVars is
used to determine when variables can be removed from
StaticVarinfo. Becaus®ivision contains the policies attributed to
¥ an operator node such as a move, add, or call, with oneannotated variables, a variable cannot be removed Brimsion
predecessor and successor when it simply goes dead: when the variable is used again
downstream its policy information will be needed. Hence,
UsedVars is used to determine when an annotated variable can be
¥ a conditional branch node with one predecessor and multipleremoved fromDivision.
successors, with a single operand that selects the appropriatFinally, we process the interprocedural specialization directives
successor edge, record them in th8pecializations domain.Specializations maps
each annotated procedure to a set of divisions given in the
specialize annotation and indicates whether the procedure was
annotated asconstant . This information is assumed to be
¥ a return node with one predecessor and no successors, with replicated at all program points, for convenience in writing the
single operand that is the procedanaBult. analysis functions.

In the remainder of this section we describe the procedure
representation we assume and the set of datal3ow analyses used
construct this output.

5.1 Procedure Representation

We assume procedures being analyzed are represented in a stande
control-Bow graph, where nodes in the graph can be of one of the
following forms:

¥ a mege node with multiple predecessors and one sucgessor

¥an entry node with no predecessors and a single successo
which acts to bind the procedwsd@mals upon entyor

To enable our analyses to detect when potentialljereift 5.3 The Main Analysis

debnitions of a variable nge, we assume that ngernodes are  figyres 10, 1, 12, and 13 debne the annotation analysisBihe
annotated with a list of variables that havefedént reaching  famjly of dataRow equations debnes the information on the
depnitions along diérent predecessors, yielding one variable inthe rogram point(s) after a node in terms of the information computed
list for eachf -function that would be inserted if we converted the 5, the point(s) before the nodétq), the helper information
procedure to static single assignment (SSA) form [Cytron et al. 89]. gescribed in subsection 5.2 for the program point(s) after the node
(lvs, uvs, and mds), and the evepresent specialized function
* We chose to call such merges discordant rather than polyvariant, becausinformation p). A solution to the (recursive) dataRow equations
we felt that the latter term was already too overloaded, and we wanted itis the greatest Pxed-point of the set of equations for each node in the
to match the term used for variables with multiple potentially different procedure, which we solve by Simp|e iterative datalRow ana|y5is;
reaching definitions. the top element of the lattice, used to initialize back-edges during




BTAopnode: OpNode® LiveVars® UsedVars® MayDetVars
® Specializations® BTA® BTA
BTAppNode [Make_static(x:p) 1 Ivs uvs mds sp bta °©
Merge(lvs, { (doyt.iout) |
(d,)T bta U
doyut = ForgetDeadVars(uvs, d - { (xO,pDyl | xO x } E {(x,p)},
StaticVarInfo(i)) U
let i© = MakeStatio{,dq,i[DiscordantVars®4]) in
iout = ComputeDemoted(lvs,dyyy, i, i0)})
BTAppNode [Make_dynamic(x) ] lvs uvs mds sp bta °
Merge(lvs, { (doyt.iout) |
(d,)T bta U
doyt = ForgetDeadVars(uvs, d - { (xO,pDyl | xO = },
StaticVarInfo(i)) U
let iO H[DiscordantVars®/] in
iout = ComputeDemoted(lvs, dgyy, i, i0)})
BTAopNode X 1=k ] lvs uvs mds sp bta °
Merge(lvs, { (doyt.iout) |
(d,)T bta U
(douws 10) = ProcessAssignmen(, true, /& uvs, mds, d, i) U
iout = ComputeDemoted(lvs, dgy, i, i0) })
BTAopNode [X :=y T Ivs uvs mds sp bta °
Merge(lvs, { (doyt.iout) |
(di)1 bta U
(douniO) = ProcessAssignment(
x, y1 StaticVars(i), SourceRoots(y,i), uvs, mds, d, i) U
iout = ComputeDemoted(lvs,dyy, i, i0) })
BTAopNode X :=0py ]l lvs uvs mds sp bta °
Merge(lvs, { (doyt.iout) |
(d,)T bta U
(douw-iO) = ProcessAssignment(
x, y1 StaticVars(i) U Pure(op), SourceRoots(y,i),
uvs, mds, d, i) U
iout = ComputeDemoted(lvs,dyyy, i, i0)})
BTAopNode X 1=y 0p z 1 Ivs uvs mds sp bta °©
Merge(lvs, { (doyt.iout) |
(d,)T bta U
(douw-iO) = ProcessAssignment(
x, {y,z}i StaticVars(i) UPure(op),
SourceRoots(y i) E SourceRoots(z,i), uvs, mds, d, i) U
iout = ComputeDemoted(Ivs,dgys, i, 10)})
BTAopNode [X :=*p T Ivs uvs mds sp bta ©
Merge(lvs, { (doyt.iout) |
(d,)T bta U
(dout-iO) = ProcessAssignment(, false, £ uvs, mds, d, i) U
iout = ComputeDemoted(lvs,dgys, 1, 10)})
BTAopNode [X := @* p ] Ivs uvs mds sp bta °
Merge(lvs, { (doytiout) |
(d,iyT bta U
(douniO) = ProcessAssignment(
x, pl StaticVars(i), SourceRoots(p,i), uvs, mds, d, i) U
iout = ComputeDemoted(lvs,dgyd, i, i0)})
BTAopNode [P ==y T Ivs uvs mds sp bta ©
Merge(lvs, { (doyt.iout) |
(d,)T bta U
(doue-iO) = ProcessStm#E uvs, mds, d, i)U
iout = ComputeDemoted(lvs, dgys, i, iO)}

BTAopNode [X:=f(y 1.y )] Ivs uvs mds sp bta °
Merge(lvs, { (doytriout) |
(di)1 bta U
(dout,|0) ProcessAssignment{,
{y1,..yn}l Staticvars(i) U
f 1 dom(sp) U IsConstant(sp(f)) = Constant

iout = ComputeDemoted(lvs douts 1 |, i0) })

Figure 10: Flow Functions, Part |
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BTAgnyy: EntryNode® LiveVars® UsedVars® Specializations® BTA

BTAenyy [enter P ] lvs uvs sp ©
let ds = (if PI dom(sp) then Divisions(sp(P)) else /) E {/& in
Mergei(lvs, {\(d, (s, & A& A)|
dOds U
d = ForgetDeadVars(uvs, dO/& U
s = { InitialBinding(v, d) | vi dom(d) }})

BTAgranch: BranchNode® LiveVars’ LiveVars® UsedVars” UsedVars
® MayDefVars” MayDefVars® Specializations® BTA® BTA" BTA

BTAgranch [test x ] (Ivsy,lvsy) (uvsy,uvs,) (mdsy,mds,) sp bta °
(Mergg(lvsl, {‘(doutfiout) |

(d,i) I bta U (doyt.igut) = ProcessStmt(4, uvsy, mdsy,
Merge(lvsy, { (doutioud |

(d,i) I bta U (doytigyuy) = ProcessStmt(/E, uvs,, mds,,

d, D},
d.)})

BTAverge: MergeNode® LiveVars® UsedVars® MayDefVars
® Specializations® Pow(BTA)® BTA
BTAverge [Merge(x 1,.. n) I Ivs uvs mds sp btas °
let bta = E btas in

Merge(ivs, { (doutioud) |
(di)T bta U
pvs = {X1,....Xp} G PolySpecializationVars(d) G Ivs U
smvs = {x | xI {X1,....Xn}U merge for x is static in division d}l
mvs = ({Xq,....Xp} - pvs smvs) C lvs U
doyt = ForgetDeadVars(uvs, d - { (x,pd)d | xI mvs }
StaticVarinfo(i)) U
out =
if pvs = A£then ComputeDemoted(lvs,dq, |,
(StaticVarlnfo(i) - mvs, /&, A, /)
else
let i0 %{ (v, (mp, (V) | (v,p)] doy U
mp = if vl pvs then MergeCachingPolicy(p)
else CachingPolicy(StaticVarlnfo(i)(v)) }

A pvs, A in

ComputeDemoted(lvs, dg, i, i0)

Figure 11: Flow Functions, Part Il

the initial iteration of analysis of loops, is the empty set (no
divisions).

In general, each RBow function computes a ,nepdated set of
divisions from the inRowing set(s) of divisionseWemove any
permanently dead variables (those no longer itUgedVars set)

from the set of annotated variabld3iyvision, and any at least
temporarily dead variables (those no longer in thieeVars set)

from the set of run-time constant§taticVarinfo, to avoid
unnecessary polyvariant division or specialization. Once a new set
of divisions and associated information is computed, divisions that
no longer difer in the policies of any variables annotated as leading
to polyvariant division are mged together into a single division.

*

We follow the conventions of dataflow analysis in solving dogatest
fixpoints and initializing information along edges to thp of the lattice.

In this paper we do not bother to more formally define the lattice ordering
and meet operations, since we have given an explicit flow function for
merge nodes and defined the top lattice element, and simple iterative or
worklist-based analyses need nothing more. A soundness proof for our
analysis would of course require a more formal treatment. Since the
domain of analysis is finite and each analysis function is monotonic,
termination of analysis is assured.

We do not remove permanently dead variables fbavision if any static
variables derived from them are still live because doing so would require
us to kill those derived static variables, as described in subsection 5.3.6.



Merge(lvs:LiveVars, bta:BTA):BTA © ProcessAssignment(v:Var, rhs_is_static:bool, rvs:SourceRoots,

MergePartitions(lvs, Partition(bta)) uvs:UsedVars, mds:MayDefVars,
Partition(bta:BTA):Pow(BTA) ° d:Division, i:Divisioninfo

{{(d,)i bta | DivisionSelector(d) = ds } | ):Division = DivisionInfo °©

ds T DivisionSelectors(bta) } if rhs_is_static

DivisionSelectors(bta:BTA):Divisions ° then ProcessStmt({(v,(CacheOneUnchecked,rvs))}, mds, uvs, d, i)

{ DivisionSelector(d) | (d,i)i bta} else ProcessStmt(/ mds E {v}, uvs, d, i)
DivisionSelector(d:Division):Division © ProcessStmt(static_assigns:StaticVarlnfo, dyn_assigns:Pow(Var),

{ (v,p) d | vi PolyDivisionVars(d) } uvs:UsedVars, d:Division, i:DivisionInfo
MergePartitions(lvs:LiveVars, btas:Pow(BTA)):BTA °© ):Division * Divisioninfo ©

{(d)|btal btas U (dougiour) where _
d= (;Division dom(bta) U dO = ForgetDynVars(dyn_assigns ps, d)

i = FilterStaticVars(lvs, d, wisi range(bta Sif StaticVarInjo(i) - N
. ) ) ( . .QD'V',S'OF_“WO, ge(bta)) } si® = si { (v,vi)l si| vl dom(static_assigns) } E static_assigns
FilterStaticVars(lvs:LiveVars, d:Division, i:DivisionInfo Sigut = ProcessDynAssigns(
‘Divici out ~ > 5
. ).Dlvlslonlpfo ° . siO, dom(static_assigns), dyn_assigns, dO)
let si = { (v, (p,rvs))l SAtatlc\(arInfo(l) | dout = ForgetDeadVars(uvs 40 Siud)
vl Ivs E Derived(v,StaticVarinfo(i)} in _ L .
Sout = MayPromotedVars(d, dyn_assigns) ¢ dom(d
i[StaticVarlnfo® PSout y (d, dyn_assigns) G (dow)

A . N iout = (Siout: PSouts
{ (v, (p,rvs)) si | rvsi dom(d) } E out = (Slout, PSou, /& /5 .
{ InitialBinding(v, d) | MayPromotedVars(d:Division, vs:Pow(Var)):Promotions °

v, (p.rvs)l si Ui dom(d) U'@(rvsi dom(d)) }] {vl vs | vl dom(d) U PromotionPolicy(d(v)) = AutoPromote }
Derived(v: Var, si: StaticVarlnfo):Pow(Var) © ProcessDynASS|gns(S|:St_ayc'VarInfo,_svs:Pow(Var), dvs:Pow(Var),
{VO | (VO, po’ I’\’P@):JVT rvs@ v 1 VO} ' R 'd:DAIVISIOH)’ZSta”tICVaﬂnfO‘° .
. L si- { (v, (p,rvs))l si| vl dvs U (vl dom(d) UrvsC(svsEdvs)A) }
ComputeDemot_ec_J(!vs:leeVars, d: Division, i, iO:Divisioninfo E { InitialBinding(v, d) | v dom(d) Ui dvs }
): DivisionInfo ©
let svf = StaticVars(FilterStaticVars(lvs, d, i0))
svi = StaticVars(i), svo = StaticVars(i0) in
iO[DemotedVar® (svi - svo) E (svo - svf)]
InitialBinding(v:Var, d:Division
):Var~ (CachingPolicy © SourceRoots) °
(v, (PromotionCachingPolicy(d(v)), {v}))
MakeStatic(v:Var, d:Division, i:DivisionInfo):DivisionInfo ©
if v Staticvars(i) then i
else (StaticVarlnfo(i) E {InitialBinding(v, d)}, {v}, /& & 5.3.3 Assignment and Stoe Nodes
Pure(op:Op):bool ©
returns true iffop is idempotent and cannot raise an exception or fau The various forms of assignment nodes all have similar analyses,
most operators are puretiv andmalloc are canonical impure operator dependent only on whether the right-hand-side expression is a run-
time constant expression. Compile-time constants are trivially run-
Figure 12: Helper Functions, Part | time constants. A unary or binary expression yields a run-time
constant, if its operands are run-time constants and if the operator
is a pure function (e.g., it cannot trap and always returns the same
result given the sameguments). A load instruction yields a run-
time constant ffits address operand is a run-time constant (which
5.3.1 Entry Nodes includes bxed values, such as the address of a global or local
i ... variable) and it is annotated wig by the programmeA call to a
Thg .analys.ls of.the procedure entry node. creates .the 'n',t'alprocedure annotated by the programmerasstant  yields a
division(s), including at least the empty unspecialized division with 1 time constant if all its guments are run-time constants. Since
no run-time constants. For a specialized procedure, each of they ¢4 annotated witi@is identical, we have omitted that case. A
divisions listed in thespecialize annotation introduces an  giore instruction has no debnitely assigned result variable, only
additional spec_lallzed d|V|S|on_|n_th_e analy3|s. For each division, potential side-décts, as described by thMayDefVars set.
the set of run-time constants is initialized to the set of annotated
variables, with each variabgefitial caching policy taken from its  The efect of these nodes is summarized into two sets. The brstis a
specipedPromotionCachingPolicy. (singleton or empty) set of variables debPnitely assigned run-time
: : constant values; the other is a set of variables possibly assigned
5.3.2 make_static andmake_dynamic Nodes dynamic expressions (comprised of the assigned variable if the
The analysis of anake_static ~ pseudo-instruction adds a new right-hand-side expression is dynamic, as well as any variables in
static variable to each of the existing divisions, and replaces thethe MayDefVars set). The debnitely static variables are added to
policies associated with the variable if it is already present in somethe set of run-time constant variables. The possibly dynamic
division. If the variable was not already a run-time constant in somevariables are divided into those annotated with the auto-promote
division, then the make_static instruction introduces a  policy (which instructs DyC to insert a dynamic-to-static promotion
dynamic-to-static promotion. Thenake_dynamic instruction automatically if they ever get assigned a dynamic value), and those
simply removes the annotated variable from each of the inRowingthat arentOauto-promoted (which DyC drops from the set of
divisions; as described above, this may cause divisions tgemer annotated variables and the set of run-time constants, if present in
and run-time static variables derived from the newly dynamic either). As with the analysis of any node, dropping variables from
variable to be dropped. the set of annotated variables can cause divisions @gemer

ForgetDeadVars(uvs:UsedVars, d:Division,si:StaticVarinfo
):Division °©
{(v.p)l d| vl uvs UVIE g gom(si) SourceRoots(si(vO))}
ForgetDynVars(vs:Pow(Var), d:Division):Division °©
{(v,p)i d|vivs}

Figure 13: Helper Functions, Part Il

Thus the degree of polyvariant division can vary from program
point to program point.
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5.3.4 Branch and Return Nodes dropped from the set of static variables, and annotated derived run-
time constants need to be restored to their regular explicit
PromotionCachingPolicy value. The analysis tracks the set of
root annotated variableSourceRoots, on which a derived run-
time constant depends; whenever a root variable is (possibly)
assigned to or is removed from the division, all dependent run-time
constants are dropped (or restored to their regular caching,gblicy
roots themselves).

The analysis of a mge node must deal wittiscodant variables

that have potentially diérent debnitions along d&rent
predecessors (these variables were identiped by a prepass ar.
stored with the mege node, as described in section 5.2). For those
discordant variables that the programmer annotated as run-time
constants with a polyvariant specialization paglitye analysis will
mark this mege as discordant in those variables, triggering
specialization of the mge and downstream code. Any other 5.3.7 Computation of Demotions
discordant variables are dropped from the set of annotated variable
and run-time constants, if present. (Again, this dropping of
variables from the annotated set may cause divisions tgemer
Derived run-time constants are implicitty monovariantly
specialized, since they were not explicitly annotated as
polyvariantly specialized by the programme&he caching policy

for all discordant variables at the rgeris set to those variablesO

At each program point the analysis computes the set of demoted
variables. A variable can be demoted in two ways: (1) if it was static
before the point but is dynamic after the pomii (- svo in the
equations), or (2) if it becomes static at the node but is dropped
from the set of static variables right after the node because of
pbltering of live variabless{/o - svf in the equations).

mege caching policy 5.3.8 Additional Lattice Meet Operations
This analysis can be improved for the case sfatic mege. A The Merge helper function uses the lattice meet operators for the
static mege is a mege where at most one of the wWe® Division and Divisioninfo domains. The lattice meet operator

predecessors can be followed at specialization time, bgcause t_hQDMsion over elements oDivision indicates how to combine
predecessors are reached only on mutually exclusive stalicgitferent annotations for a set of variables in the same division, and
conditions. Since only one predecessor will be specialized, thejg gepned as follows:

memge node wort@ctually mege any branches in the specialized d; Cpivision da °

code and only one dePnition of each static variable will reach the % D'V'S'iog 2 daCdom(d) U o =d oy

mege when the residual code is executed. In fact, all that is {(v.p) [ vl dom(dy)Cdom(dy) U p = d1(v) Cpoiicies d2(¥) }

required is to ensure that only one debnition of a static variable carElements ofPolicies are met pointwise. Elements of individual
reach the mee at execution time, either because there is only one policy domains are totally ordered, with elements listed earlier in
reaching debnition, or potentially fiifent debnitions are only  the set of alternatives for a domain in Figure 9 ordered less than
along predecessors with mutually exclusive static reachability elements listed later; for example:

conditions. Such variables are not included in the set of discordan!  AutoPromote £pomotionpolicy ManualPromote

variables. Subsection 5.4 describes the reachability analysis used t

. . . Th the lattice meet rator for rticular poli main
identify static meges. us, the lattice meet operator for a particular policy doma

returns its smallest gnment, for example:
5.3.5 Other Nodes AutoPromote Cpomotionpolicy ManualPromote = AutoPromote

The analysis of a branch node simply replicates its incoming TNiS rule has the ffct of picking the strongest policy of any of the
information along both successors (as always, after bltering the seMeming divisions.

of variables to exclude those that are no longer live along thatThe lattice meet operatoiCpisioninfio OVer elements of
successor). Return nodes need no analysis function, since there aDivisionInfo is debned as the pointwise meet over its component
no program points after return nodes, and we do not currently dodomains, which are debned as follows:

interprocedural Bow analysis of annotations. si1 Cstaticvarinfo Sl2 °©

{ (v, (p,rvs)) | vi dom(si;)Edom(siy) U \

5.3.6 Caching Policies and Derivations of P = P1 Ceachingpoicy P2 U

Static Variables rvs = rvs; E 1vs,
At each program point, the analysis computes a caching policy for where p, = if vl dom(si,) then CachingPolicy(siz(v))
each variable. This policy is used to control indexing into the run- o __ €lse CacheOneUnchecked
time specialize® caches of previously specialized code. Annotated P = if vl dom(siy) then CachingPolicy(siy(v))
variables at promotion points (and at the start of analysis of a o _ Blse CacheOneUnchecked
division of a specialized function) are given the tsmeciped rvsy = if vi dom(siy) then SourceRoots(si, (v)) else /£
PromotionCachingPolicy value. At discordant mges, a rvs = if vl dom(sip) then SourceRoots(siy(v)) else 4 }
discordant variable is changed to use the varigble® VS; Cpromotions VS2 © VS1EVS;
MergeCachingPolicy value. VS1 Cpiscordantvars VS2 © VS{EVS,
Derived run-time constants are given ®a&cheOneUnchecked VS1 Cpemotions VS2 ° VS1EVs;,

policy. This ensures that unannotated run-time constants are neve
used in cache lookups and consequently do not lead to additiona
specialization beyond that explicitly requested by the. UBeis 5.4 Reachability Analysis
unchecked caching policy is safe, as long as each derived run-time
constant is a pure function of some set of annotated variables. Ar
annotated variable can be assigned a static expression, in whicl
case it is treated (morebefiently) as a derived run-time constant

We identify static mees by computing astatic reachability
condition at each program point for each division. A static
reachability condition is a boolean expression (in conjunctive
; 2 G . normal form) over the static branch outcomes that are required in
with a CacheOneUnchecked policy, instead of its annotated order to reac)h that program point. A static branch is a brangh whose
caching policy test variable is identibed as a run-time constant bpThenalysis.
Assignments to root annotated variables violate the assumption thaA static mege is one whose predecessors have mutually exclusive
a derived run-time expression is a function of a set of root annotatecstatic reachability conditions. A nmgr is static for a particular
variables. In this case, the derived run-time constants need to bwariablex with respect to a given divisiorf it most one possible
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debnition reaches the nge; or diferent incoming potential
dePnitions are along mutually exclusive predecessors. Reachability
conditions are computed at the same time a81i#einformation,
since they depend on tBaAR division and static variable analysis
and inBuence thBTA analysis€ireatment of mge nodes. Further
details on reachability analysis can be found in an earlier paper
[Auslander et al. 96]

6 Generating the Run-Time Specializer

Given the output of thd8TA analysis, our compiler statically
constructs the code and static data structures that, when execute

been removed from it); this process is described in more detail
in subsection 6.5. Then the residualize operations are
introduced by translating the operations and dynamic branches
of the dynamic subgraph into code to emit the dynamic
instructions (perhaps with run-time-constant operands) in the
static subgraph; this process is described in more detail in
subsection 6.6 belawThe resulting subgraph forms the
ReduceAndResidualize function for the unit, and the
dynamic subgraph is thrown away

Some optimizations of the calls to the run-time specializer are
d discussed in subsection 6.7.

run time, will call the run-time specializer with the appropriate run- 6 1 Computing Lazy Branch Successors

time constant guments to produce and cache the run-time

specialized code (i.e., the generating extensions). The followingl-@ziness policies on variables indicate the extent of speculative
steps are performed: specialization that should be performed after dynamic branches.

¥ The compiler statically replicates control-Row paths so that Based on these policies, successors of some dynamic branches are
each divigion receive;/ itspown code. After re lﬂcation each determined to be lazy edges, each of which corresponds to a one-
. " T rep ! 7 time suspension and resumption of specialization at run time.
program point corresponds to a single division. Replication

starts at entry to specialized functions (producing several A branch successor edge is lazyits test variable is dynamic and
distinct functions), and at nge points where dirent at least one of the following conditions holds:
divisions combine. Replicated paths regeeat points where ¥ At least one of the run-time constants at the branch is annotated

divisions cease to ddr and are joined by tHderge function.

with theLazy policy,

¥ The compiler identibes which branch successor edges shoulc ¥ The branch successor eddetermines executiofas debned

be lazy specialization edges. Subsection 6.1 discusses this ir
more detail.

¥ The compiler inserts explicators for all variables in the
Demotions set at each program point. HBemotions sets at

memlge nodes, each assignment must be inserted on eacl

predecessor edge to the gewhere the now-dynamic variable
was previously static.

below) of a predecessor edge of a later discordargemade
where at least one of the discordant variables is annotated with
the SpecializeLazy policy,

¥ The branch successor edge determines execution of a

predecessor edge of a later discordant loop heagenterde
where at least one of the discordant variables is annotated with
the LoopSpecializeLazy policy, or

¥ The compiler identiPes the boundaries of the units manipulated ¥ The branch successor edge determines execution of a later call

by the run-time specializer (described in section 3). Unit
boundaries primarily correspond to dynamic-to-static

to a specialized division of a procedure, and some run-time
constant live at the call is not annotated withElager policy.

promotion pointsgvictionpoints (where variables are evicted e say that a branch successor edge determines execution of a
from the set of annotated variables), discordantge®rand  program point ifthe edge is postdominated by the program point,
lazy branch successor edges. The Prst three cases are caclyyt the branch node itself is not, i.e., the branch successor is (one
lookup points, and the last case avoids speculative of) the earliest point(s) where it is determined that the downstream
SpeCialiZation. This process is described in more detail in program point will eventua”y be executed. Once the
subsection 6.2 belavA clustering algorithm then attempts to  (post)dominator information relating program points is computed,

meige boundaries together to minimize their cost, as describeda |inear scan over the dynamic branches, discordargesieand

in subsection 6.3. Thenit andUnitEdge specializer data
structures are generated at the end of this process.

¥ The compiler separates the static operati@pNodes whose

specialized calls serves to compute the lazy edge information.
6.2 Unit Identibcation

right-hand-side expressions were computed to be static by theEach interaction with the run-time specializercluding cache
BTA analysis) and the dynamic operations into two separate,lookup points and demand-driven specialization points, introduces
parallel control-Bow subgraphs; in earlier work we called these a unit boundaryTo identify the boundaries based on cache lookup
subgraphs Oset-up codeO and Otemplate code,O respectivpoints, we brst compute tliache contexat each program point
[Auslander et al. 96]. Subsection 6.4 discusses some aspects cfrom the set of static variables at that point, as follows:

this separation in more detail. a\apply standard compiler
optimizations, including instruction scheduling and register
allocation, to each subgraph separat@iye perform higher
level, taget-independent optimizations, such as common-
subexpression elimination and loop optimizations, before our
BTA analysis.) Performing these regular compiler optimizations
over both statically compiled and dynamically compiled code is
crucial for generating high-quality code [Auslander et al. 96].
¥ Finally, each uni®lReduceAndResidualize function is
produced. First, the control-Bow and the reduce operations o
theReduceAndResidualize  function are derived from the

¥If any

static variable is annotated with the
CacheAllUnchecked policy, then the cache context is the
special markereplicate.

¥ Otherwise, the cache context is the pair of the set of variables

annotated with th€€acheAll policy and the set of variables
annotated with th&€acheOne policy. (The set of variables
annotated withCacheOneUnchecked do not contribute to
the cache context.)

fGiven the cache context and the other program-point-specibc
information, unit boundaries are identibed as follows:

static control-Row subgraph (after all dynamic branches have ¥ Any point where the cache contextfdis from the cache

context at a predecessor point is a unit boundarge diferent
degrees of polyvariant specialization or of cache retention can

" Our earlier paper presents the reachability analysis for a monovariant
binding-time analysis; the analysis also uses a slightly more conservative
rule for determining static merges than the one described here.

Note that a program point can be a boundary in more than one way.
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occut In practice, this rule can be relaxed since, except at 3, which contains the loop body to be specialized, is created

promotion points, these boundaries are not required for becaus@c, which has debnitions both inside and outside the loop,

correctness. Unit-boundary clustering (see the next subsection’is discordant at its head. A promotionpaf is required on the back

also helps to mitigate the impact of the many boundaries thisedge from theCOMPUTED_GOTease aftepc is assigned an

rule can insert. address location. The successors of the dynamic branch in the
¥ A non-emptyPromotions set at a program point corresponds |F_GOTO case are maddazy as required by the (default)

to a dynamic-to-static promotion point, and introduces a unit LoopSpecializeLazy policy, because the branch determines the
boundary execution of diferent paths to the discordant loop head. The false

branch extends to the loop head, so no new unit is required, but the

¥ A non-empty DiscordantVars list corresponds to a true branch creates the fourth unit.

specializable mee point, and introduces a unit boundary
¥ Each edge labelled as a lazy edge introduces a unit boundary "he discordant loop head will include a specialization-time cache
lookup, the edges carrying promotions will correspond to run-time
cache lookups, and the lazy edges will become one-time call-backs
to the specializer

In addition, units are constrained to be single-entry regions. T
ensure this, additional unit boundaries are inserted at control-Bow
memges of paths (including loop back edges) fronfiedént units.
These unit boundaries can be omitted, howetel paths from 6.3 Clustering Unit Boundaries

different units have mutually exclusive static reachability ) . . o

conditions (the same way it is determined that multiple static A Unit boundary introduces run-time specialization overhetal
debnitions are not truly discordant; see section 5.4). This eliminatesPackage up the run-time-constant context from the exitingsunitO
the overhead associated with crossing the omitted unit boundariesReéduceAndResidualize ~ function, to execute the run-time

and permits program points to be shared among multiple units, aSPecializer and any cache lookups, and to invoke tgettanit®
the cost of lager generating extensions. ReduceAndResidualize  function (unpacking the tgetSrun-

time context). In some circumstances, series of unit boundaries can
be created with little if any work in between, for instance when a
series of annotated static variables become dead, leading to a series
of eviction points and corresponding unit boundaries.

The UnitEdge data structure records whether each unit edge
should be specialized eagerly or lazidy unit boundary is eager
unless it is a promotion point (which must be suspended until the
computed run-time value is available) or a lazy edge.

Figure 14 illustrates the units (shown in gray) that are identibed for
the interpreter example in Figure 2. The two entry points
correspond to the specialized and unspecialized divisions of the .
interp_fn  function. The unspecialized entry point and the false ¥ First, for each boundarywe construct the range over the

branches of both the specialized and unspecialized versions of the ~ Procedure where that boundary can be legally moved.
conditional-specialization tests lead to unspecialized, statically ~ Discordant-mege and lazy-edge boundaries cannot be moved,

To avoid excessive unit boundaries, we attempt to combine
multiple boundaries whenever possiblee Wave developed a
boundary clustering algorithm that works as follows:

compiled code. Demotions (indicated By of bytecodes ~and so their range is a single program point. Rromotion and eviction
pc are required on the edge from the specialized test as they ar Poundaries can move to any control-equivalent [Ferrante et al.
evicted from the set of annotated variables. 87] program point that are bounded by earlier and later uses of
any promoted or evicted variable; howeveromotion points
entry 1. interp_fn_bytecodes pc(..) entry 2; interp_in(... cannot move above earlier debnitiondle delay inserting the
— : _* - single-entry-producing unit boundaries until after all the other
P il boundaries have been clustered, so they do not participate in the
U clustering algorithm.
‘jbwewd" pe Dbytecodespc __y ¥ Second, we sort the boundary ranges in increasing order of their
poT— | regll] = arg; ends, and then make a linear scan through this sorted ést. W
: or ;) { : - .
inst = bytecodes... remove the range that ends Prst in the list (call thisrael
unies Suteh(OPCODE(nSN) ¢ range), remove all other ranges that overlap with the Prst range
discodant mege: i GOSUB _(caII the_ union of these ranges cdusteb, gnd bnd_ th_e
PR } intersection of these ranges. This resulting intersection is the
! program region where all of these boundaries can be plaged. W
— i prefer earliest possible points for evictions and later points for
inst = bytecodes@[pc++]; . . . T
_ unit 3 promotions, as these will reduce the amount of specialized
SW"Ch(O’”CODE('"S”)\‘\"'~ code. V& choose either the start or end of the intersection range,
case LI: case COMPUTED_GOTO] [ case IF_GOTO: based on the relative mix of promotions and evictions, and
reglr] = offset pe = regls] ifreglrs] == reqlr) insert a single boundary for all the med ranges at that point.

[ Then we continue processing the sorted list of boundary ranges,
P: pc lazy lazy until the list is exhausted.

‘/ZD This algorithm for coalescing boundary ranges produces the
minimum number of unit boundaries possible, given the restricted
unit 4 kinds of ranges produced in the brst step (the restriction to control-
equivalent program points is key)o Tprove this, note that we
produce a clusterfifve detect a kernel range, so that the number of
Figure 14: Specialization Units for Figue 2 clusters is equal to the number of kernels. Since kernels never
overlap, no clustering scheme could place two kernels in the same
cluster The number of kernels is therefore also the minimum

The specialized entry point begins unit 1. The true branches of the
tests mege at the code to be specialized, forming unit 2, which is -
created by the dynamic-to-static promotion (indicatedPpyof Definitions and uses are mobile as well, so a fair range of motion should
bytecodes andpc on the edge from the unspecialized test. Unit b€ possible while still respecting data and control dependences.
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number of clusters required, implying that our algorithm produces Control-Bow nodes, including branches and gesr initially are
no more clusters and, therefore, no more boundaries than necessarreplicated in both the static and the dynamic subgraphs. Later

More elaborate versions of the clustering algorithm may take into transformations can optimize them.

account the fact that drent kinds of boundaries incur fdifent 6.5 Linearization within Units
kinds of costs. W do not wish to cluster boundaries withfeliént

kinds of cost togetheif that would increase overall expense. Eager Once e_ach unit has been identibed and split into separate static and
boundaries incur cost only at specialization time. Lazy-edge dynamic control-Bow subgraphs, the control-Bow structure of the

boundaries incur cost at run-time, but only once, the prst time thaiUNit®ReduceAndResidualize  function is computed from the
boundary is executed, since the edge is patched to branch directStatic subgraph. Static and dynamic branches in the unit receive
to the specialized successor code. Promotion boundaries requir;dlfferent treatment. A static branch is taken at specialization time,
run-time cost each time they are executed d&/not wish to cluster ~ and does not appear in the dynamically generated (residual) code;
an eager cache lookup boundary with a lazy edge to form a |azyaccord|ngly only one of its successors produces dynamically

cache lookup that would incur run-time cost at each execution, for9enerated code. Consequently a static branch appears as a regular
example. branch in the PnalReduceAndResidualize function,

selecting some single successor to pursue and residualize. A
Different cache pOIiCieS should distinguish unit boundaries as We”.dynamic branch, on the other hand, is emitted as a regular branch
We do not wish to cluster or reorder unit boundaries whose overallinto the dynamically generated code, and both its successors must
caching policies are dérent, particularly when the context at one pe residualized. Consequentlyno branch appears in the

of the boundaries igeplicate. Doing so would likely violate the  ReduceAndResidualize  function at a dynamic branch, and
usels intention in specifying diérent cache policies. A trivial  the successors of the dynamic branch are linearized instead.

example of this is shown below Figure 15 illustrates how the dynamic branches are linearized.
make_static(i, n : promote_one_unchecked, Numbered boxes represent basic blocks and circles represent
for(i=0:i<n:i+4){ cache_all_unchecked); branches. The circle enclosing smepresents a static branch and
the one containing @ represents a dynamic branch.

}

In this example, unit boundaries are required atrthke_static
annotation to promote, and at the loop head, because the initial
and loop-carried debnitions of are discordant at the loop-head
meige. When the two unit boundaries are distinct, the overall cache ERY
policy of the lazy unit boundary due to the promotiomadé n@
promotion cache poligyCacheOneUnchecked; the eager loop-
head unit boundary receives an overall cache policy of
CacheAllUnchecked, derived fromi G mege cache policyif the

two boundaries were clustered togethéie clustered boundary
would have theCacheAllUnchecked policy under the current
scheme, causing new code to be generated for every execution ¢
the dynamic region, which is the opposite of what the user wanted.

Figure 15: Linearization
It is not clear how to extend the clustering algorithm to keep

incompatible types of unit boundaries distinct while maintaining | the presence of arbitrarynstructured control Row with mixed
optimality. Simply preventing clustering of adjacent boundaries static and dynamic branches, this linearization process may require
that are incompatible may be overly restrictive. Permitting some code duplication to avoid maintaining specialization-time
clustering beyond control-equivalent regions would also be useful, 4ata structures and overhead. Our algorithm brst splits all static
but makes the problem moreRidult still. control paths within the unit, linearizing dynamic branches by

. . . . topologically sorting their successors, then regasithe common
6.4 Separating Static and Dynamic Operations tails of the static paths bottom-up. The time required by the

For most straight-line operations, it is clear whether the operation isalgorithm can be exponential in the maximum number of sequential
static or dynamic. Howevgcall instructions are trickier static branches on any static control path within a single unit, which

¥A call to a regular unspecialized function (or to the W_e ex;.:)ect. to be a small number in prac.tlc.e. ]
unspecialized version of a specialized function) is treated as aLinearization causes what were originally alternative code
dynamic operation and appears only in the dynamic subgraph. sSegments to be executed sequentiallie must ensure that the
. . . segments executed earlier do not alter the initial static state
¥ A call to aconstant  function (or one annotated wi@ with

static aguments is treated as a reqular static comoutation expected by subsequent alternative segments. This could be
IC agu > | - qu : putation, 4 chieved by saving the static state at each dynamic branch and
appearing only in the static subgraph.

restoring it before executing each branch succe3dus is the
¥ A call to a particular specialized division of a function has both

static ".and .dy”a.m'.c component implement this, t_he call * Tempo performs interprocedural binding-time analysis and so can deduce
operation is split into two separate caII_s, one static and ON€ that the result of a specialized function is static. If we were to extend DyC
dynamic. The static version of the call invokes the statically 15 sypport interprocedural analysis of annotations, then the static half of
compiled generating extension for the selected division of the the call would return both a procedure address and the static result value,
callee, taking as guments the divisios@tatic aguments, and and the dynamic half would return no result and be invoked only for its
returning a static procedure address. This is followed by a side-effects.

dynamic call that invokes the static procedure address and A static control path includes all dynamically reachable basic blocks,

passes the remaininggaments to produce a dynamic result. given particular decisions for all static conditional branches. Each static
The static call will be moved to the static subgraph, and the branch can appear on a static control path at most once, because units
dynamic call will appear in the dynamic subgraph. cannot contain static loops.
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approach we have taken in order to propagate the static contex7 Experience with DyC

between units. Howevewithin a single unit, which contains no

static loops, a more le€ient solution is possible by converting to We have implemented the core functionality of the system in the
static-single-assignment (SSA) form [Cytron et al. 89]. SSA form context of the MultiBow compiler [Lowney et al. 93]. Only
ensures that only one assignment is made to each variable, whiclpolyvariant division, the function annotations, one-time lazy edges,
implies that state changes made by segments occurring earlier in ththe CacheOne policy, unit-boundary clustering, and unit
linearized unit are made to variables not read by alternative linearization have not yet been fully implemented. Our analyses

segments. and transformations follow traditional data-Row optimizations and

. . . . loop unrolling in the compilerA postpass that follows assembly-
6.6 Integrating Dynamic Code into Static Code code generation integrates dynamic code into static code.
To produce the Pnal code for a usR@duceAndResidualize While we consider the design of our annotations and accompanying

function, we take the linearized static control-Bow graph which policies successful, we have encountered a number of practical
computes all the static expressions, and blend in code to generatgifpculties in their implementation. Most of these problems relate

the dynamic calculations with the appropriate run-time constantstg naming, i.e., establishing a correspondence between the variables
embedded in them.oTaccomplish this, our system maintains a that the programmer sees in the source code and their internal

mapping from each basic block in the dynamic subgraph to a set oepresentation in the compiler; this issue is discussed in the prst
corresponding basic blocks in the static subgraph. When splittingsypsection.

apart static and dynamic operations, the mapping is created, witF

each dynamic block mapping to its static counterpart(Ehe Despite the challenges, we have achieved good results witiea lar
mapping is updated, as the static subgraph is linearized and somapplication than has previously been dynamically compiled by
blocks are replicated, and as the subgraphs are optimized througother general-purpose dynamic-compilation systems. Subsection
instruction scheduling. The two subgraphs are integrated, one?-2 describes our positive experiences with applications. On the
dynamic block at a time. First, the static code computes any run-other hand, as we applied DyC to various programs, we discovered
time constants used in the bloski$namic instructions. Then, code  Several weaknesses in our current design, and these are discussed in
to emit the dynamic block is appended to its corresponding staticSubsection 7.3.

block.

The code to emit a dynamic instruction embeds the values of any
small run-time constant operands into the immediate Peld of thein the Multidow compiler all computations are represented as
emitted instruction. If the run-time constant is togéato bt in the operations whose operands are virtual registers daifedoraries
immediate Peld, code is emitted to load it from a global table into aTemporaries are created on demand by the compiler and their
scratch registerThe emitted instruction then reads the scratch names bear no correspondence to source-level variable names. At
register to access the run-time constant. The emitting code alsddifferent program points, a source variable may correspond to
performs any peephole optimizations that are based on the run-timifferent temporaries, and optimizations such as induction-variable
constant value, such as replacing multiplications by constants withsimplibcation or variable expansiomay even create multiple

7.1 Challenges in Implementing the Annotations

sequences of shifts and adds. simultaneously live temporaries corresponding to a single variable.
L - . Since the programmer annotates source variables, our
6.7 Optimizing Specializer Interactions implementation computes a  source-variable-to-temporary

Each initial promotion point at the entrance to a dynamic region is correspondence at each program point. This correspondence
implemented by generating a static call to the run-time specjalizer "elation is used to apply tH&TA rules to those temporaries that
passing the run-time values of the cache context at that prograncorrespond to annotated source variables and any temporaries

point. Section 3 described the run-time specializer as if a singlederived from them.

general-purpose specializer took control at this and all other unitgeyera| standard compiler optimizations make maintaining this
boundaries. Our system optimizes this pedagogical model asgqrrespondence ditult. For example, copy propagation can result

follows: in the annotated variable (i.e., its corresponding temporary) being
¥ The Specialize function is specialized for eactnit replaced by another non-annotated tempotgpycally resulting in
agument. All the run-time manipulations of thnit and _ less specialization than desired by the programiméine following
UnitEdge data structures are eliminated, the wu©nitO source code:
ReduceAndResidualize function is inlined, and the

processing of outgoing lazy unit edges is inlined. If the cache make_static(x);

policy for any of the unig) context variables is :;(:dilx —x+1 elsex=x+2
graécgaﬁltlgdnchecked, then the cache lookup and store calls M X no further uses of y */
¥ Rather than recursively caBpecialize , a pending- variablesx andy are represented by temporarigs andty ,

list is used to keep track of unprocessed (eager) unit edgesrespectively:
Furthermore, the overhead of pushing and popping the static  make_static(tx);
context on and éff the pending-list can be avoided for "

. . I X =ty;
one successor of each unit, which eliminates more than half of i (td) tx = tx + 1 else tx = tx + 2:
this overhead in dynamic regions without dynamsidgtch Mot - ' - '
L X

statements.

¥ Ends of dynamic regions are compiled into direct jumps to
statically compiled code.

Variable expansion createsopies of a variable in the body of a loop that

is unrolled by a factor of , one for each unrolled body, and combines the

values at the loop exits to produce the value that the original variable

* Unit linearization may create multiple instances of a basic block in the would have had. Creating copies reduces the dependences in the loop
static subgraph, as mentioned in section 6.5. body, thereby enabling potentially better instruction schedules.
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Multilow® copy propagation and temporary renaming phase
transform this into:

make_static(tx);

if(td)ty=ty+1;elsety =ty + 2;
M: ..ty ..
Since the source variable corresponding to tempdsarys not
annotated, thenake_static  annotation oix is efectively lost,
leading to less specialization in the program than expected by the
programmerWe combat this problem by attempting to maintain the_
source-variable-to-temporary correspondence through Mult&owO
many optimization phases, with varying degrees of success.

Induction-variable simplibcation can similarly cause loop-
induction variables to be replaced with temporaries that do not
obviously correspond to annotated (or any) source variables.
Because the specialization annotation on the individual variable has
been lost, the loop may not be unrolled as desirecavbid this
problem, we currently disable this optimization at some cost in code
quality.

Variable expansion, which is performed by the Multil3ow compiler
during loop unrolling, exacerbates the problem of lost annotations.
Since several temporaries are created and are modibec
independently in the loop bodihe source-variable-to-temporary
correspondence cannot be easily establishedyef around this
problem, we currently disable (compile-time) loop unrolling in
some cases as well.

7.2 Preliminary Experiences with Applications

We have applied DyC to a few kernels previously used as
benchmarks for other dynamic compilation systems, and have
obtained speedups and overhead comparable to these systems. T
kernels are typically 100-200 lines of C code with dynamic regions
of size 10-25 lines. Our dynamic-compilation overhead ranged
between about 20 and 200 cycles per instruction generated, on th
Digital Alpha 21064.

The highly automated nature of our system has also allowed us tc
experiment with dynamically compiling a muchdar program, the
mipsi  architectural simulator for the MIPS R3000 architecture.
The simulator consists of approximately 9100 lines of C with a
dynamic region roughly 400 lines long. eMwere able to
dynamically compile the simulator by adding just three lines of
annotations, very similar to those in Figure 1. Nearly all of ByCO
functionality was exercised, including polyvariant division and
specialization, automatic dynamic-to-static promotion, and
automatic caching. This resulted in constant folding, constant
branch removal, load elimination, multi-way loop unrolling, and
conditional specialization. The reachability analysis also proved
useful in several instances by preventing derived static variables
debned under static control from being dropped from the set of run-
time constants at static nges.

A preliminary implementation of our system, which did not include
some later optimizations to the run-time specializer produced a
speedup of 1.8 at an overhead of 300-400 cycles per instructior
generated.

7.3 Room for Improvement

As we applied DyC tanipsi and to the small benchmarks, we
encountered a number of weaknesses of our current design. Th
lack of alias analysis may be DyCmost serious shortcoming.
Most programs we wish to dynamically compile require
specialization for static or partially static data structures. @he
annotation allows DyC to perform dereferences at specialization
time, but that solution has several disadvantages:
¥ The @annotation cannot currently be used to perform static
stores. That would require signibcant changes to our treatmeni
of the static context. Thus, static non-local sideat$ such as
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static assignments to globals are not possible. Permitting static
non-local side éécts would additionally require changes to our
function-specialization scheme.

¥ Because DyC does not identify static and partially static data
structures, its handling of those structures is pRather than
preserving data structures as a whole, space is allocated on-the-
By for individual elements (results of static dereferences), as
needed during code generation. This destroys locality and can
in some cases increase the cost of accessing the elements.

¥ In the case of thmipsi simulator some variables made static
were globals. Because DyC lacks alias and siféstdnalysis,
possible depPnition pointsn@y-def} of the globals abound in
the dynamic region, leading to a correspondingly high number
of expensive promotion points following each may-def (due to
the non-emptyMayDefVars sets). The@annotation cannot
currently be applied to uses of global variables, so our solution
was to manually copy the global variables to locals and then
back, prior to possible non-local references to the original
variables.

Additional analyses would be useful as well. For example, analyses

to automatically determine when cache lookups and lazy branches
could be safely eliminated would reduce the need to use the unsafe
caching and laziness policies, which we used extensively in the

small benchmarks to achieve the greatest possible performance
with the least overhead.

At the other end of the ease-of-use spectrum, an invalidation-based
caching mechanism would also be useful. For dynamic regions or
specialized functions using an invalidation-based cache policy
(hypothetically InstallOne, InstallAll, or InstallAllUnchecked),

one specialization would be installed as the currently valid version
and it would be invoked with direct jumps or calls until invalidated.
Following invalidation, the next execution of the region or function
would fall back on DyG{existing caching scheme8gcheOne,
CacheAll, orCacheAllUnchecked, respectively), and the version
retrieved from the cache (or the newly specialized version) would
be installed as the current one. Such a scheme could improve
performance for applications in which it could be easily determined
when to invalidate the current specialized version of each dynamic
region.

8 Comparison To Related Work

Tempo [Consel & No‘l 96], a compile-time and run-time

specialization system for C, is most similar to DyC. The twiedif

chieRy in the following ways:

¥ DyC may produce multiple divisions and specializations of

program points, with the degree of division and specialization
varying from point to point. &@mpo supports only function-
level polyvariant division and specialization, with no additional
division or specialization possible within the function, except
for some limited support for loop unrolling.

¥ DyC performs analysis over arbitrapotentially unstructured
control-Bow graphs. @mpo converts all instances of
unstructured code to structured form [Erosa & Hendren 94,
Consel et al. 96], which introduces a number of additional tests
and may also introduce loops.

¥ DyC allows dynamic-to-static promotions to occur anywhere
within dynamically compiled code. empo requires such
promotions to occur only at the entry point.

¥ DyC allows the programmer to specify policies to control
division, specialization, caching, and speculative
specialization. @mpo does not provide user controls; the client
program must perform its own caching of specialized code if
desired. A Java front-end toeifipo has been designed,
however that provides automatic caching and policies to



govern replacement in the cache; users may also implement
their own policies [@lanschi et al. 97].

¥ DyC relies on the programmer to annotate memory references
as static. #mpo performs an automatic alias and sideeef
analysis to identify (partially) static data structuresmpo®
approach is more convenient for programmers and less error

multi-way loop unrolling. In contrast, DyC provides control
over code growth by permitting variables to be specialized
monovariantly or by specializing lazily on demand. C-mixO
pure annotation corresponds tmnstant , andunfold

Plls the role of thénline  pragma provided by most modern
optimizing compilers.

prone, but it still is not completely safe, relies on the apgersergilynamic basic blockOBBs) [Andersen 92a] serve the

programmer to correctly describe aliasing relationships and

h . ~"M'same purpose as specialization units, to reduce overhead in the
side-efects of parts of the program outside of the module being speciaﬁze?‘ P

howevertheir boundaries are determined entirely

specialized, and may benebt from explicit user annotations gtterently DyC® specialization units dér from C-mix&dynamic

wherever the analysis is overly conservative.

¥ DyC supports separate compilation while still being able to
specialize call sites and callee functionsmipo requires the
whole module being specialized to be analyzed and compiled as
a unit.

Fabius [Leone & Lee 95,Leone & Lee 96] is another dynamic
compilation system based on partial evaluation. Fabius is more
limited than DyC or @mpo, working in the context of a brst-order
purely functional subset of ML and exploiting a syntactic form of
currying to drive dynamic compilation. Only polyvariant
specialization at the granularity of functions is supported. Given the
hints of curried function invocation, Fabius performs all dynamic
compilation optimizations automatically with no additional
annotations; by the same token, the trade-ofvolved in the
dynamic compilation process are not usentrollable. Fabius does

basic blocks in the following ways:

¥ DBBs are bounded by (and may not contain) dynamic control
Bow. On the other hand, Dy€0nits are designed to include
dynamic control Bow (via linearization).

¥ C-mix does not automatically insert specialization points (and
thus begin new DBBSs) at discordant ges in order to enable
code sharing. Unit boundaries are required wherever a new
variant of the code must be begun, at both dynamic-to-static
promotions and discordant ngess. Unit boundaries are also
inserted where cache lookups could enable sharing (i.e., at
eviction points).

¥ DBBs may overlap. Units currently cannot overlap, though that
restriction could be relaxed, as described in the previous
section.

littte cross-dynamic-statement optimization other than register . ) )
allocation, since, unlike DyC, it does not explicitly construct an Schism§ Plters permit choices about whether to unfold or
explicit dynamic subgraph that can then be optimized. res:fiugllze a f)ungtlon ;ng_ WhtI'Chgm;neTrt]S }0 gg{r;eg;lllze t(l.e.,
Compared to our previous system [Auslander et al. 96], DyC has gnaxe gynamic), given binding imes for the unclsoparameters
- : . [Consel 93]. Because Plters are executed by the binding-time
;g;iaﬁzﬁ'tble diz\i/ins?or?xp;iijswie?tg?OtZﬂ%golzngyo?geboSI;\F/)gr(i);tnth'ana.ly?"s’ only binding-time information can be used to make
specialization, support for nested and overlapping dynamicregionsdemsmns' DyCQconditional specialization can use the results of
' . AL ‘arbitrary static or dynamic expressions to control all aspects of run-
support for demand-driven (lazy) specialization, support for time specialization
interprocedural specialization, a much morecént strategy for )
and optimizations of run-time specialization, and a more well- Filters can be used to prevent unbounded unfolding and unbounded
developed approach to caching of specialized code. specialization. Both ®ine partial evaluators, such as Schism, and
Outside the realm of dynamic compilation, other partial evaluation On-liné specializers, such as Fusee[¥ et al. 91], look for
systems share characteristics with DyC. In particu@mix dynamic conditionals as a signal that unbounded unfolding or
[Andersen 92b,Andersen 94] is a (compile-timelioe partial- specialization could occur and specialization should be stopped.
evaluation system for C. Its analysesfatiffrom DyC® in the Run-time specializers have an additional option, which is to
following ways: temporarily suspend specialization when dynamic conditionals are
¥ C-mix provides program-point polyvariant specialization, but found in potential cycles and insert lazy callbacks to the specializer;
only function-level polyvariant division. currently only DyC exploits this option.

¥ While DyC computes pointwise divisions, C-nsixdvisions 'C extends the ANSI C language to support dynamic code
are uniform; that is, it assigns only one binding time, static or generation in an imperative rather than annotation-based style
dynamic, to each variable and does not permit variables to[Engler et al. 96]. The programmer must specify code to be
change from static to dynamic or vice-versa. Howe@emix® generated at run time, substitute run-time values and combine code
analysis runs in nedinear time and is éfcient enough to apply ~ fragments (called tick expressions), perform optimizations, invoke
interprocedurally while DyC® cubic-complexity analysis is  the run-time compiler manage code reuse and code-space
only applied intraprocedurally reclamation, and ensure correctness. In return for this programming

¥ C-mix copes directly with unstructured code, but it appears to burden, "C would seem tofef greater expressiveness than a
lack reachability analysis to identify static mes [Andersen ~ declarative, annotation-based system. HowelyC® ability to
94]. perform arbitrary and conditional polyvariant division and

. . . - specialization enables it to perform a wide range of optimizations

¥ C-mix ha’?d'es partially static _structures by spliting the wFi)th very little user intervenF:ion, and DyCfefs gapabilﬁies not
stru(?tur_es into separate variables. o available in "C. For instance, "C cannot (multi-way) unroll loops

¥ C-mix includes support for automatic interprocedural call with dynamic exit tests, because jumps to labels in other tick
graph, alias, and sidefett analyses. expressions are not permitted. ('C recently added limited support

¥ C-mix also provides annotations for controlling code growth by for automatic single-way loop unrolling within a tick expression
limiting specialization with respect to certain variables and for [Poletto et al. 97].) Also, tick expressions cannot contain other tick
overcoming the limitations of its conservative analysis; expressions, so nested and overlapping dynamic regions cannot be
however its annotations provide less control than Dyd® supported. Both of these weaknesses would appear to prevent "'C
mix always polyvariantly specializes control-Row ges, and from handling the simple interpreter example in Figure 1. "C can
provides the residual annotation to make a variable support run-time compiled functions with a dynamically
dynamic in order to prevent explosive code growth due to determined number of guments, but it may be feasible to achieve
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at least some of this behavior in DyC by specializing a procedure port 92/14, May 1992.
based on the length and values irviasargs pseudo-agument. [Andersen 92bL..0. Andersen. Self-Applicable C Program Specialization.

A declarative system such as DyC allows better static optimization pages 54B61, June 1992. . R
of dynamic code than an imperative system such as 'C, because tI,[Andersen 94]..0. AndersenProgram Analysis and Specialization for the

o . L . ; C Programming LanguagePh.D. thesis, 1994. DIKU Research Re-
control Bow within a dynamic region is more easily determined and port 92,19' g -anguag

conveye'd to the rest of the optimizing compllaptlmlzat_lor_‘ _ [Auslander et al. 96]. Auslander, MPhilipose, CChambers, SEggers,
across tick expressions is as hard as interprocedural optimizatior and B.Bershad. Fast, Effective Dynamic Compilati&iGPLAN No-

across calls through unknown function pointers [Poletto et al. 97]. tices pages 1499159, May 1996. In Proceedings of the ACM SIG-
Finally, programs written in declarative systems can be easier to PLAN 096 Conference on Programming Language Design and
debug: since (most of) the annotations are semantics-preserving Implementation.

programs can simply be compiled ignoring them. Debugging the [Consel & No'l 96] C. Consel and ANo'l. A General Approach for Run-
use of unsafe annotations is still challenging, however Time Specialization and its Application to C @onference Record of

POPL 096: 23rd ACM SIGPLAN-SIGACT Symposium on Principles
. of Programming Languagepages 1450156, St. Petersburg, Florida,
9 Conclusions January 1996.

[Consel 93]C. Consel. A Tour of Schism: A Partial Evaluation System for

We have presented the design of DyC, an annotation-based systel Higher-Order Applicative Languages. pages 1459154, 1993,

for tperfotljmlng dytf‘a}f“'c lcortrjplli’:lélon (tjhat COléplles afBeXIble and [Consel et al. 96T. Consel, L Hornof, F.No'l, J. NoyZ, and NVolanschi.
sysiemalic  partial-evaluation-nase model  Or ~ program A Uniform Approach for Compile-Time and Run-Time Specializa-
transformation with user control of key policy decisions. Our tion. volume 1110 oEecture Notes in Computer Scienpages 54D
annotationsO design resulted from a search for a small set of Rexib 72, 1996.

primitive directives to govern dynamic compilation, suitable for [Cytron et al. 89R. Cytron, JFerrante, BK. Rosen, MN. Wegman, and

use by both human programmers and tools (such as a semi F.K. Zadeck. An Efficient Method of Computing Static Single As-
automatic, dynamic-compilation front-end)itv/the exception of signment Form. IrConference Record of the Sixteenth Annual ACM
support for static data structures, we believe that our Symposium on Principles of Programming Languageges 25935,

make_static  annotation provides the Rexibility we require in a Austin, Texa_s’ January 1989. )
[Engler & Proebsting 94D. R. Engler and TA. Proebsting. DCG: An Ef-

concIse, elegant Imannﬁﬁ ad(;jlng p_ohcy anrjlotatlons, users C?]n ficient, Retargetable Dynamic Code GeneratoSikih International
gain pne control over the dynamic compilation process when Conference on Architectural Support for Programming Languages a
needed. Our support for arbitrary program-point-specibC  nd Operating Systems (ASPLOS;y8ges 263D273, October 1994.
polyvariant division and specialization is a key component of [gngler et al. 96D. R. Engler, WC. Hsieh, and ME. Kaashoek. OC: A

DyC@ Rexibility, enabling, for instance, multi-way loop unrolling Language for High-Level, Efficient, and Machine-Independent Dy-
and conditional specialization as illustrated in the interpreter namic Code Generation. l@onference Record of POPL O96: 23rd
example. W exploit the unusual capabilities of run-time ACM SIGPLAN-SIGACT Symposium on Principles of Programming
specialization in the forms of dynamic-to-static promotion and E Lagiuagdespagx &333144' S(;'ijteHer:rg’ F;_O”d,a' Jgnu?ryl llfl,%.
i iali i rosa endren .M. Erosa an J.oRendren. Tamin ontrol Flow:
demand-driven specialization. A Structured Approach to Eliminating goto Statemegntﬂ‘mceed-
We have implemented the core functionality of the system in the ings of 1994 IEEE International Conference on Computer Langyages
context of the MultiBow compiler [Lowney et al. 93]. Our initial pages 2299240, May 1994.
experience in using DyC has been promising; we have obtained[Ferrante et al. 87). Ferrante, KJ. Ottenstein, and D. Warren. The Pro-
good performance with little modibcation of source programs. The gram Dependence Graph and its Use in Optimizafi@M Transac-
majority of our systens@unctionality has been used in the single tl'g?; on Programming Languages and Syste3(3):3199349, July

large program with which we have experience. Once the full

implementation is complete, we plan to focus on applying dynamic [G0!dberg & Robson 83A. Goldberg and DRobson.Smalltalk-80: The

Language and its ImplementatioAddision-Wesley, Reading, MA,

compilation to other sizeable, real application programes.al§o 1983,

plan to extend DyC to provide some form of automatic alias and 35065 et al, 93y D. Jones, CK. Gomard, and FSestoftPartial Evalua-

side-efect analysis, interprocedural binding-time analysis, and tion and Automatic Program GeneratioRrentice Hall, New York,

additional run-time optimizations, such as run-time inlining and NY, 1993.

register allocation (via register actions). [Kernighan & Ritchie 88B. W. Kernighan and DM. Ritchie. The C Pro-
gramming Language (second editiorrentice Hall, Englewood
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. . tatic-var-list:
[Volanschi et al. 97E. N. Volanschi, CConsel, GMuller, and C.Cowan. statie-var-1s

: A - h static-var
Declarative specialization of object-oriented prograBi&PLAN No- static-var, static-var-list
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Programming Language Design and Implementation. policy,  policy-list

policy:
division-policy
specialization-policy
promotion-policy
merge-caching-policy
promotion-caching-policy
laziness-policy

division-policy:
poly_divide
mono_divide

specialization-policy:
poly_specialize
mono_specialize

promotion-policy:
auto_promote
manual_promote

merge-caching-policy:
cache_all_unchecked
cache_all
cache_one
cache_one_unchecked

promotion-caching-policy:
promote_all_unchecked
promote_all
promote_one
promote_one_unchecked

laziness-policy:
lazy
specialize_lazy
loop_specialize_lazy
eager

var-list:
identifier
identifier, var-list

external-definition:
[* same as in regular C */
specialize-definition

specialize-definition:
constant o specialize identifier (  var-list)
on specialize-list

specialize-list:
( static-var-list) S
( static-var-list) , specialize-list

expression: )
[* same as in regular C */
@ * expression

primary:
... I*same as in regular C */
@ identifier
primary @ (expression-ligjy; )
primary @[ expressior
Ivalue @. identifier
primary @-> identifier
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