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Abstract

Although mary real-world stochasticplanning problemsare
morenaturallyformulatedby hybrid modelswith bothdiscrete
andcontinuousvariables currentstate-of-the-armethodscan-
not adequatelyaddressheseproblems. We presentthe rst
frameawork thatcanexploit problemstructurefor modelingand
solving hybrid problemsef ciently. We formulatetheseprob-
lems as hybrid Markov decisionprocesse¢MDPs with con-
tinuousanddiscretestateand action variables),which we as-
sumecanbe representeih a factoredway usinga hybrid dy-
namicBayesiametwork (hybrid DBN). We presenta new lin-
ear programapproximationmethodthat exploits the structure
of thehybrid MDP andletsuscomputeapproximatevaluefunc-
tionsmoreef ciently . In particular we describeanew factored
discretizatiorof continuousvariablesthatavoids the exponen-
tial blow-up of traditionalapproachesWe provide theoretical
boundsonthequality of suchanapproximatiorandonits scale-
up potential.We supportour theoreticaliigumentswith exper
imentson a setof control problemswith up to 28-dimensional
continuousstatespaceand22-dimensionaéctionspace.

1 Intr oduction

Markov decisionprocesse@MDPs)(Bellman1957;Bertsekas
& Tsitsiklis 1996) offer an elegant mathematicaframevork
for representingequentiablecisionproblemsin the presence
of uncertainty While standardsolutiontechniquessuchas
value or policy iteration, scale-upwell in termsof the total
numberof statesand actions,thesetechniquesare lesssuc-
cessfulin real-world MDPs. In purely discretesettings,the
runningtime of thesealgorithmsgrows exponentiallyin the
numbervariables the so calledcurse of dimensionality Fur
thermoremary real-world problemsncludea combinatiorof
continuousanddiscretestateand actionvariables. The con-
tinuouscomponentsreusuallydiscretizedwhich leadsto an
exponentialblow upin the numberof variables.

We presenthe rst frameawvork thatexploits problemstruc-
tureandsolveslarge hybrid MDPsef ciently. TheMDPsare
modelledby hybrid factored MDPs wherethe stochastiady-
namicsis represented¢ompactlyby a probabilisticgraphical
model,a hybrid dynamicBayesiametwork (DBN) (Dean&
Kanazava 1989). The solutionof the MDP is approximated
by a linear combinationof basisfunctions(Bellman,Kalaba,
& Kotkin 1963;Bertsekas: Tsitsiklis 1996).Speci cally, we
usea factored (linear) value function (Koller & Parr 1999),
whereeachbasisfunctiondepend®n a smallnumberof state
variables. We shav that the weightsof this approximation
canbe optimizedusinga cornvex formulationthatwe call hy-
brid approximatdinear programming(HALP). TheHALP re-
ducego theapproximatdinearprogrammingALP) formula-
tion (Schweitze& Seidmanri985)in purelydiscretesettings
andto the formulationrecentlyproposecby (Hauskrech&
Kveton2003)for the continuous-statsettings.
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We presenta theoreticalanalysisof the HALP, providing
boundswith respecto the bestapproximatiorin the spaceof
the basisfunctions. Unfortunately the HALP formulation of
the problemmay not be solved directly sinceit may usein -
nite numberof constraints.To addresghis problem,we for-
mulatea relaxed versionof the HALP, an2-HALP, thatuses
a nite subsetof constraintanducedby the "-grid disretiza-
tion of continuouscomponents.We provide a boundon the
lossin the quality of the"-HALP solutionwith respecto the
completeHALP formulation.

The mainadwantageof the"-HALP is thatit canbe solved
efciently by existing factored ALP methods (Guestrin,
Koller, & Parr2001a;Schuurmang. Patrascu2002). There-
fore, the complity of our solutiondoesnot grow exponen-
tially with the numberof variables,anddependonly on the
structureof the problemandthe choiceof basisfunctions.We
illustratethefeasibility of our formulationandits solutional-
gorithmon a sequencef controloptimizationproblemswith
28-dimensionalcontinuousstate spaceand 22-dimensional
actionspace Thesenontrivial dynamicoptimizationproblems
arefar out of reachof classicsolutiontechniques.

2 Multiagent hybrid factored MDPs

FactoredMDPs (Boutilier, Dearden& Goldszmidt1995)al-
low oneto exploit problemstructureto represenexponen-
tially large MDPs compactly We extend this formalism to
amultiagenthybrid factoredMDP thatis de ned by a4-tuple
(X; A; P; R) consistingof a statespaceX representedy a
set of statevariablesX = fXj;:::X,g0, an action space
A de ned by a setof actionvariablesA = fA;;:::Ang,
a stochastidransitionmodel P modelingthe dynamicsof a
stateconditionedon the previous stateandactionchoice,and
arewardmodelR thatquanti estheimmediatepayofs asso-
ciatedwith a state-actiorton guration.

Statevariables: Eachstatevariableis eitherdiscreteor con-
tinuous.We assumehatevery continuousvariableis bounded
to a[0; 1] subspaceandeachdiscretevariabletakesonvalues
in some nite domain.A stateis de ned by avectorx of value
assignmentso eachstatevariable,which splitsinto discrete
andcontinuouscomponentslenotedby x = (Xp ; X¢).
Actions: Action spaceis distributed suchthat every action
correspondso oneagent. As with statevariablesthe global
actiona is de ned by a vector of individual action choices
thatcanbedividedinto discreteap andcontinuousac com-
ponents.

Factored transition: Statetransitionmodelis de ned by a
dynamicBayesiametwork(DBN) (Dean& Kanazava 1989).
Let X; denotea variableat the currenttime andlet X ° de-
notethe samevariableat the successie step. The transition
graphof a DBN is a two-layerdirectedagyclic %raphwhose
nodesaref X q;::1; Xn Azt A X9 X 9. Thepar
entsof X 2in the grapharedenotedy Par(X 9. For simplic-
ity of exposition, we assumethat Par(X 9 p fX;Ag, i.e,



all arcsin the DBN arebetweervariablesn consecutie time
slices. EachnodeX ? is associateavith a conditionalproba-
bility function(CPF) p(X ? j Par(X{)). Ghe transitionproba-
bility p(x°j x;a) is thende nedto be ~, p(x? j u;), where
u; isthevaluein f x; ag of thevariablesin Par(X 9).
Parameterization of CPFs: The transitionmodelfor each
variableis local, aseachCPFdepend®nly on a smallsubset
of statevariablesandindividual actions.Compactparametric
representatiomf the transitionsis achiezed by usingbetaor
mixtureof betadensitie{Hauskrech& Kveton2003;Kveton
& Hauskrech2004)for continuousvariables,andby general
discriminantfunctionsfor discretevariables.

Rewards: RevardfunctionR decomposeasa sumof partial
rewardfunctionsR; de ned onthesubset®f stateandaction
variables.

Policy: Theobjectveisto nd acontrolpolicy ¥& : X | A
that maximizesthe in nite-horizon, discountedreward crite-
rion: E[ [, °'ri], where® 2 [0; 1) is adiscountfactot and
ri isarewardobtainedn stepi. ] . .

Value function: Thevalueof the optimal policy satis esthe
Bellman x ed point equation(Bellman 1957; Bertsekas&
Tsitsiklis 1996% 3

p(x%j x;a)V*(x9)5; (1)

VA
V®(x) = sup4R(x;a) + °
a X%
whereV® is the valueof the optimal policy. Giventhevalue

functionV*®, the optimalpolicy ¥7 (x) is de ned by thecom-
positeactiona optimizing Equationl.

Xc

3 Approximatelinear programming solutions
for hybrid MDPs

A standardvay of solvingcomplex MDPsis to assumea sur
rogatevaluefunctionform with a smallsetof tunableparam-
eters.Increasinglypopularin recentyearsarethe approxima-
tionsbasednlinearrepresentationsf valuefunctions where
thevaluefunctionV (x) is expressedsa linear combination
of k basisfunctionsf; (x) (Bellman,Kalaba,& Kotkin 1963;
Roy 1998):

V(x)=  wifi(x):
i=1
Basisfunctionsare often restrictedto small subsetsof state
variables(Bellman, Kalaba,& Kotkin 1963;Roy 1998),and
the goal of the optimizationis to t the setof weightsw =

3.1 Formulation
We generalizeapproximatelinear programming(ALP) for
discreteMDPs (Schweitzer& Seidmannl1985)into hybrid
settings. Weightsw areoptimizedby solving a corvex opti-
mizationproblemthatwe call hybrid approximatelinear pro-
gram(HALP): X
minimizey w; ®
subjectto: wiFi(x;a)j R(x;a), 0 8x;a; (2)
where®, denoteshe basisfunctionrelevanceweightgiven
by: X Z
® = A(x)fi(x)dxc; ®)
xp XC
Iwherg&(x) > QOisastaterelevancedensityfunctionsuchthat

%o xe AX)dxc = 1, allowing usto weightthe quality of

our approximationdifferently for differentpartsof the state
spaceandF;(x;a) denotes:

Fi(x;a)=fi(x)j ° p(x%j x;a)fi (x%dx2:  (4)
0

Xc

0
Xp

This formulationreducedo the standarddiscrete-casé\LP
(Schweitzer& Seidmann1985; Guestrin, Koller, & Parr
2001b;de Farias& Van Roy 2003; Schuurmans Patrascu
2002)if thestatespacex is discretepr to the continuousALP
(Hauskrech®& Kveton2003)if the statespacds continuous.

A numberof concernsarisein contet of the HALP ap-
proximation. First, the formulation of the HALP appeargo
be arbitrary andit is notimmediatelyclearhow it relatesto
the original hybrid MDP problem. Secondthe HALP aprox-
imation for the hybrid MDP involves comple integrals that
mustbe evaluated. Third, the numberof constraintsde ning
theLP is exponentialif thestateandactionspacesrediscrete
andin nite if ary of the spacesnvolvescontinuouscompo-
nents.In thefollowing text, we addressandprovide solutions
for eachof theseissues.

3.2 Theoretical analysis

Theoreticalnalysisof the quality of the solutionobtainedby
the HALP follows the ideasof de Fariasand Van Roy 2003
for thediscretecase.They notethatthe approximatdormula-
tion cannotguaranteanuniformly goodapproximatiorof the
optimalvaluefunctionover thewhole statespace.To address
this issue they de ne a Lyapunw functionthatygeighsstates
appropriately: a Lyapune function L(x) = cwhi(x)
with contractionfactor- 2 (0; 1) for thetransitionmodelP.,
is a strictly positive functionsuchthat:

L(x), ° P(x°] X)L (x)dx2: (5)
0

0 Xc

Xp

This de nition allowsto claim:

Proposition1 Letw® bean optimalsolutionto the HALP in
Equation2, then, for any Lyapuna functionL (x), we have
that:
Al

i’?—Ln\”n kKV®i Hwky . ;
whee Hw representshe function ; wifi(9, theL; norm
weightedby A i givenby k¢k z, and ke¢k .,_ is the max-
normweightedoy 1=L.
Proof:  The proof of this resultfor the hybrid setting fol-
lowsthe outline of the proof of de Farias and Van Roy's The-
orem4.2 (de Farias & Van Roy2003)for the discrete case
u

KV® i Hw Ky 5 -

4 Factored HALP

FactoredVIDP modelsoffer, in additionto structuredoaram-
eterizationsof the processan opportunityto solve the prob-
lemmoreef ciently . Theopportunitystemsrom thestructure
of constraintde nitions thatdecomposever stateandaction
subspacesThisis adirectconsequencef: (1) factorizations,
(2) presenceof local transitions,and (3) basisfunctionsde-
ned over small statesubspacesThis sectiondescribeow
thesepropertiesallow usto computethe factorsin the HALP
ef ciently.



4.1 Factoredhybrid basisfunction representation

Koller and Parr 1999 shav that basisfunctionswith limited
scopeprovide the basisfor efcient approximationsin the
contet of discretefactoredMDPs. An importantissuein hy-
brid settingds thattheproblemformulationincorporatesnte-
grals,which may not be computable HauskrechandKveton
2003 proposeconjugate transitionmodel and basisfunction
classeghat lead to closed-formsolutionsof all integralsin
strictly continuouscases.

In our hybrid setting,eachbasisfunctionf;(x;) is de ned
over discretecomponent;, and continuouscomponents
Xi. , anddecomposeasa productof two factors:

fi(xi) = fig (Xip )fic (Xic); (6)
wheref;_ (x;. ) takestheform of polynomialsover the vari-
ablesin X, andf;, (Xi, ) is anarbitraryfunction over the
discretevariablesX;, . This basisfunction representation
givesushigh e xibility andability to ef ciently solve hybrid
planningproblem.

4.2 Hybrid backprojections

Computationof Fj(x;a), the differencebetweenthe basis
functionf; (x) andits disiounted)admrojection givenby:
X
g(x;a) = p(x%j x; a)f; (x)dxg

X

0
Xp c

requiresusto computea sumover the exponentialnumberof
discretestatex ¥ , andintegralsoverthecontinuousstatesc2 .
Basedon the resultsof Koller and Parr 1999 for discrete
variables,and Hauskrechtand Kveton 2003 for continuous
variableswe canrewrite the backprojectiorfor hybrid basis:
g(x;a) = ﬂi;(x;a)gic(x;a); T
= b Ixsa)fi (X7
ﬁ%p(xgjxa) D(XD 1 ©)
o PP jxsa)fic (xPg )dx?,
c

andcomputdt ef ciently. Notethatg;, (x; a) is thebackpro-
jection of a discretebasisfunctionandg;. (x; a) is the back-
projectionof a continuoushasisfunction.

4.3 Hybrid relevanceweights

Computatiorof basisfunctionrelevanceweights®; in Equa-
tion 3 requiresusto solve exponentially-lage sumsandcom-
plex integrals. .

Guestrinet al, 2001b; 2003 shaved that if the staterel-
evancedensity A(x) is representedn a factorizedfashion,
theseweightscanbecomputecef ciently . Thisresultextends
to hybrid settings,andthuswe candecomposé¢he computa-
tion of ®:

® = ®,®;

= 3iR A(Xin)fiD(XiD) . 8)
o A(Xic)fic(XiC)dXic ;

Xi
whereA(x;, ) is the mamginal of the densityA(x) to the dis-
cretevariablesX i, , andA(x;. ) is themaminalto thecontin-
uousvariablesX . .

5 Factored"-HALP formulation

Despitethe decompositionsnd closed-formsolutions, fac-
tored HALPs remainhard to solve. Unfortunately the for-

mulationincludesconstraintdor eachjoint statex andaction
a, which leadsto exponentially-mag constraintgor discrete

componentsand uncountablyin nite constraintsetfor con-
tinuous. To addresgheseissueswe proposedo transformthe
factoredHALP into"-HALP, anapproximatiorof thefactored
HALP with a nite numberof constraints.

The "-HALP relies on the " coverageof the constraint
spaceln the"-coveragesachcontinuougstateor action)vari-
ableis discretizednto Zi + 1 equallyspacedralues.Thedis-
cretizationinducesa multidimensionalgrid G, suchthatary
pointin [0; 1]% is at most" far from a pointin G underthe
max-norm.

If we directly enumerateeach state and action con gu-
ration of the "-HALP we obtainan LP with exponentially-
mary constraints. However, not all these constraintsde-
ne the solution and needto be enumerated. This is the
samesetting as the factoredLP decompositionof Guestrin
et al. 2001a. We canusethe sametechniqueto decompose
our "-HALP into an equivalentLP with exponentially-faver
constraints. The compleity of this new problemwill only
be exponentiallyin the tree-widthof a costnetwork formed
by therestrictedscopefunctionsin our LP, ratherthanin the
completeset of variables(Guestrin,Koller, & Parr 2001a;
Guestrinet al. 2003). Alternatively we can also apply the
approachby Schuurmansand Patrascu2002 that incremen-
tally builds the setof constraintsisinga constrainigeneration
heuristicandoftenperformswell in practice.

The"-HALP offers an ef cient approximationof a hybrid
factoredMDP; however, it is unclearhow the discretization
affectsthe quality of the approximation.Most discretization
approachegequireanexponentiahumberof pointsfor a x ed
approximatiorlevel. In theremaindeof this section,we pro-
vide a proof that exploits factorizationstructureto show that
our"-HALP providesapolynomialapproximatiorof thecon-
tinuousHALP formulation.

5.1 Bound onthe quality of "-HALP

A solutionto the "-HALP will usually violate someof the
constraintdn the original HALP formulation. We shaw that
if theseconstraintsare violated by a small amount,thenthe
"-HALP solutionis nearlyoptimal.

Letus rst de ne thedegreeto which arelaxedHALP, that
is, a HALP de ned over a nite subsetconstraintsyiolates
thecompletesetof constraints.

De nitiog( 1 Asetof weightsw is #-infeasibleif:
wiFi(x;a)i R(x;a), i £ 8;a =
i
Now we arereadyto shaw that,if thesolutionto therelaxed
HALP is t-infeasible,thenthe quality of the approximation

obtainedfrom the relaxed HALP is closeto the onein the
completeHALP.

Proposition2 Letw® beanyoptimalsolutionto thecomplete
HALP in Equation2, andWw be any optimal solutionto a re-
laxedHALP, sud that v is +-infeasible then:
+
kKV®i HWwk,.z - KV Hw"k 5 + 21.;0:
' ' I

Proof: First, by monotonicityof the Bellmanoperatoy ary
feasiblesolutionw i thecompleteHALP satis es:
wifi(x), V7(x): ©)
Usingthisfact,we havethat:
kKHW® i Vo, = Al jHw"j V7,
= A (Hw® V°);
= AlHw"; Alv®: (10)



Next, notethattheconstraintsn therelaxedHALP areasub-
setof thosein the completeHALP. Thus,w*® is feasiblefor
therelaxed HALP, andwe have that:

AlHw® | AlHw: (11)

Now, notethatif W is t-infeasiblein the completeHALP,

+

thenif weadd T to H W we obtainafeasiblesolutionto the
completeHALP, yieldjng:

o + 0o ~ + -
cHW + —— V% = AlHWw+ —; Alv®;
[ LA 1j
AlHw® + ——; Alv";
I
o a i
= kHw j Vkjz+ —=:
; 1j
12)

The proofis concludedby substitutingEquation12 into the
triangleinequalityboynd: .

+ o
5 i Vuo +
1j

1:A

+

cHW +
1 °

kKHW i VK5 -

Theaboveresultcanbecombinedwith theresultin Section
3 to obtainthe boundon the quality of the"-HALP.
Theorem1 LetWw be any optimal solutionto the relaxed"”-
HALP satisfyingthe + infeasibility condition. Then,for any
Lyapuna functionL (x), wehave:
. ~

2—+
1 ° 1j -

Proof: Directcombinationof Propositionsl, 2. =

kV® i Hwk, 4 - minkv® i Hwk, ,_ :
; W ;

5.2 Resolutionof the " grid

Ourboundfor relaxedversionsontheHALP formulation,pre-
sentedn the previous section,relies on addingenoughcon-
straintsto guaranteat most+-infeasibility. The"-HALP ap-
proximatesthe constraintsn HALP by restrictingvaluesof
its continuousvariablesto the" grid. In this section,we ana-
lyze therelationshipbetweerthe choiceof " andtheviolation
level +, allowing usto choosethe appropriatediscretization
level for adesiredapproximatiorerrorin Theoreml.

Our condition in De nition 1 can be satis ed by a set
ponstraintsC that ensuresa + max-norm discretizationof

i WiFi(x;a)i R(x;a).Inthe"-HALP thisconditionis met
with the "-grid discretizationthat assureghat for ary state-
actionpair x; a thereexists a pair Xg; ac in the" grid such
othat: o
* L WiFi(x;a)i R(x;a)i WiFi(xe;ac) + R(Xe:as)’,

.+

Usually suchboundsareachiesed by consideringhe Lip-
schitz modulusof the discretizedfunction: Let h(u) be an
arbitraryfunctionde ned over the continuoussubspac&) 2
[0; 1]° with a Lipschitz moduluskK andlet G be an "-grid
discretizationof U. Thenthe + max-normdiscretizationof
h(u) canbeachievedwith a" grid with theresolution" - .
Usually, the Lipschitzmodulusof afunctionrapidly increases
with dimensiond, thusrequiring additionalpointsfor a de-
sireddiscretizatiorlevel.

Eachconstpsaintn the"-HALP is de ned in termsof asum
of functions: ;Wi F;(x;a) i j R(x;a), whereeachfunc-
tion depend=nly on a small numberof variables(and thus
hasa small dimension). Therefore,insteadof usinga global
LipschitzconstanK for the completeexpressionwe canex-
presstherelationin betweerthefactort and" in termsof the

Non-outgoing channels

0
0 0.5 1
Outgoing channels

o 0.5 1
Xi
(@) (b)
Figurel: a. Thetopologyof anirrigationsystem.lrrigationchan-
nels are representedy links x; and water regulation devices are
marked by rectanglesai. Input and output regulation devices are
shavn in light anddark gray colors. b. Reward functionsfor the
amountof waterx; in theith irrigationchannel.

Lipschitzconstant®f individual functions,exploiting thefac-
torizationstructure.In particular let K ,ax betheworst-case
Lipschitz constantover both the reward functionsR; (x; a)
andw; F; (x; a). To guarante¢hatK nax is boundedwe must
boundthe magnitudeof ;. Typically, if the basisfunctions
have unit magnitudethe; will be boundedRmax =(1j °).
Here,wecande ne K nzx to bethemaximumof theLipschitz
constant®f therewardfunctionsandof R =(1§ °) times
theconstanfor eachF; (x; a). By choosingan" discretization
of only:
+

M K max

whereM is the numberof functions,we guarante¢he condi-
tion of Theoreml for aviolation of +.

6 Experiments

This sectionpresentanempiricalevaluationof our approach,
demonstratinghe quality of the approximatiorandthe scale-
up potential.

6.1 Irrigation network example

An irrigation systemconsistsof a network of irrigationchan-
nelsthatareconnectedby regulationdevices(Figurela). Reg-
ulationdevicesareusedto regulatetheamountof waterin the
channelswhich is achieved by pumpingthe waterfrom one
of thechannelgo anotherone. Thegoal of the operatorof the
irrigationsystemis to keeptheamountof waterin all channels
on anoptimallevel (determinedy thetype of plantedcrops,
etc.),by manipulationof regulationdevices.

Figurelaillustratesthetopologyof channelsandregulation
devicesfor one of theirrigation systemsusedin the experi-
ments.To keepproblemformulationsimple,we adoptseveral
simplifying assumptions:all channelsare of the samesize,
water o ws areoriented,andthe control structureperatan
discretemodes.

Theirrigation systemcanbe formalizedasa hybrid MDP,
andthe optimal behaior of the operatorcanbe found asthe
optimal control policy for the MDP. The amountof waterin
theith channelis naturallyrepresentedby a continuousstate
factorx; 2 [0;1]. Eachregulationdevice canoperatdn mul-
tiple modes: the water can be pumpedin betweenary pair
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Figure 2: Featurefunctionsfor the amountof waterx; in theith

irrigationchannel.

of incomingandoutgoingchannel. Theseoptionsarerepre-
sentedoy discreteactionvariablesa;, onevariableperregula-
tion device. Theinputandoutputregulationdevices(devices
with no incoming or no outgoingchannels)are specialand
continuouslypumpthewaterin or outof theirrigationsystem.
Transitionfunctionsarede ned ashetadensitieghatrepresent
water o ws dependingon the operatingmodesof the regula-
tion devices. Reward functionre ects our preferencdor the
amountof waterin thechannelgFigurelb). Therewardfunc-
tion is factorizedalong channelsde ned by a linear reward
function for the outgoingchannels,and a mixture of Gaus-
siansfor all otherchannels.The discountfactoris ° = 0:95.
To approximatehe optimal valuefunction, a combinationof
linear and piecavise linear featurefunctionsis usedat every
channelFigure2).

6.2 Experimental results

The objective of the rst setof experimentswasto compare
the quality of solutionsobtainedby the "-HALP for varying
grid resolutions' againstothertechniquedor policy genera-
tion andto illustratetime (in secondsheededo solve the"-
HALP problem.All experimentsareperformedon theirriga-
tion network from Figure lawith 17 dimensionaktatespace
and15 dimensionahctionspace.Theresultsarepresentedn
Figure3. The quality of policiesis measuredn termsof the
averagerewardthatis obtainedvia Monte Carlosimulationsof
the policy on 100 state-actiortrajectories gachof 100 steps.
To assurdghefairnesof thecomparisonthesetof initial states
is kept x edacrossxperiments.

Threealternatve solutionsareusedin thecomparisonran-
dompolicy, local heuristic,andglobal heuristic. Therandom
policy operategegulationdevicesrandomlyand senesasa
baselinesolution. The local heuristicoptimizesthe one-step
expectedrewardfor every regulationdevice locally, while ig-
noringall otherdevices. Finally, the global heuristicattempts
to optimize one-stepexpectedreward for all regulatory de-
vicestogether The parametemnf the global heuristicis the
numberof trials usedto estimatethe global one-stepeward.
All heuristicsolutionswereappliedin theon-linemode;thus,
their solutiontimesarenot includedin Figure3. Theresults
shawv thatthe "-HALP is ableto solve a very comple opti-
mizationproblemrelatively quickly andoutperformstravman
heuristicmethodsn termsof the quality of their solutions.

6.3 Scale-upstudy

The secondsetof experimentsfocuseson the scale-ugpoten-
tial of "-HALP methodwith respecto the compleity of the
model. The experimentsare performedfor n-ring andn-ring-
of-rings topologies(Figure 4a). The results,summarizedn
Figuredb,shawv severalimportanttrends:(1) thequality of the
policy for the"-HALP improveswith highergrid resolution”,
(2) therunningtime of the methodgrows polynomially with

"-HALP Alter native solution
" 1 ¥ ] Time[s] | Method 1 Ya
1 428 3.0 2 | Random | 359 2.7
1=2 | 60.3 | 3.0 21 | Local 55.4| 2.5
1=4 | 619| 29 184 | Globall 60.4 | 3.0
1=8 | 72.2 | 3.5 1068 | Global4 66.0 | 3.6
1=16 | 73.8 | 3.0 13219 | Globall6 | 68.2 | 3.2

Figure 3: Resultsof the experimentsfor the irrigation systemin
Figure 1a. The quality of found policiesis measuredy the aver
agereward! for 100 state-actiortrajectorieswhere¥zdenoteghe
standardleviation of therewards.

the grid resolution,and (3) the increasein the runningtime

of the methodfor topologiesof increaseccompleity is mild

andfarfrom exponentialin thenumberof variablesn. Graph-
ical examplesof eachof thesetrendsaregivenin Figures4c,

4d, and4e. In additionto the runningtime curve, Figure 4e
shavs a quadraticpolynomial tted to the valuesfor different
n. This supportourtheoreticalndings thattherunningtime

compleity of the"-HALP methodfor an appropriatechoice
of basisfunctionsdoesnot grow exponentiallyin the number
of variables.

7 Conclusions

We presenthe rst framevork thatcanexploit problemstruc-
turefor modelingandapproximatelysolving hybrid problems
efciently. We provide boundson the quality of the solu-
tions obtainedby our HALP formulationwith respecto the
bestapproximationin our basisfunction class. This HALP
formulationcan be closely approximatedy the (relaxed) " -
HALP, if theresultingsolutionis nearfeasiblein the original
HALP formulation. Although we would typically requirean
exponentially-lage discretizatiorto guaranteehis nearfeasi-
bility, we provide analgorithmthatcanef ciently generatan
equivalentguaranteavith anexponentially-smallediscretiza-
tion. Whencombinedthesetheoreticakesultsleadto a prac-
tical algorithmthat we have successfullydemonstrate@n a
setof controlproblemswith up to 28-dimensionatontinuous
statespaceand22-dimensionahctionspace.

The techniquegresentedn this paperdirectly generalize
to collaboratve multiagentsettings,whereeachagentis re-
sponsiblefor one of the actionvariables,andthey mustco-
ordinateto maximizethe total reward. The off-line planning
stageof our algorithmremainsunchanged.However, in the
on-line actionselectionphase at every time step,the agents
must coordinateto choosethe actionthat jointly maximizes
the expectedvaluefor the currentstate. We canachieve this
by extendingthe coodinationgraphalgorithmof Guestrinet
al. 2001bto our hybrid settingwith ourfactoreddiscretization
schemeTheresultwill beanefcient distribute coordination
algorithmthatcancopewith bothcontinuousanddiscreteac-
tions.

Marny real-world problemsinvolve continuousanddiscrete
elements.We believe that our algorithmsandtheoreticalre-
sultswill signi cantly further the applicability of automated
planningalgorithmsto thesesettings.
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n-ring
n==6 n=9 n=12 n=15 n=18
T 7 Time[s] T 17 Time[s] T 7 Time[s] T T Time[s] T 7 Time[s]
1 28.4 11375 11 46.9 1] 556 2 64.5 3
1/2 | 335 3| 43.0 51 526 9| 629 17 72.1 28
1/4 | 35.1 11 | 45.2 21 | 54.2 43 | 64.2 63 74.5 85
1/8 | 40.1 46 | 51.4 85 | 62.2 118 | 73.2 168 84.9 193
1/16 | 40.4 331 | 51.8 519 | 63.7 709 | 75.5 963 | 86.8 1285
n-ring-of-rings
n==6 n=9 n=12 n=15 n=18
T 7 Time[s] T 17 Time[s] T 17 Time[s] T T Time[s] T 17 Time[s]
1 14.8 1] 16.2 175 4 | 185 5 19.7
1/2 | 38.6 12 | 50.5 25| 44.0 103 | 75.8 69 87.6 107
1/4 | 40.1 82 | 53.6 184 | 66.7 345 | 79.0 590 93.1 861
1/8 | 48.0 581 | 62.4 1250 | 76.1 2367 | 90.5 3977 | 104.5 6377
1/16 | 47.1 4736 | 62.3 11369 | 77.6 22699 | 92.4 35281 | 107.8 53600
@) 12-ring-of-ri 412 ri i (0) =
g-of-rings x 10*12 ring of rings nringofrings,1/ e=8
- 80 3 8000
g 60 6000
E [} 2 Q
T 40 £ € 4000
S = 1 [
‘:’%20 2000
L
0 0 0
12 4 8 16 12 4 16 6 9 12 15 18
1/e 1/e n
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Figure4: a. Two irrigation network topologiesusedin the scale-upexperiments:n-ring-of-rings (shavn for n = 6) andn-ring (shavn for
n = 6). b. Averagerewardsandpolicy computatiortimesfor different" andvariousnetworksarchitecturesc. Averagerewardasa function
of grid resolution”. d. Time complity asafunctionof grid resolution”. e. Time compleity (solid line) asa function of differentnetwork
sizesn. Quadraticapproximatiorof thetime complity is plottedasdashedine.

burgh.
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